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Who Should Read This Article 
 
This article will be of interest to anyone who is responsible for managing an 
organization’s license requirements, or monitoring license compliance, for the IBM® XL 
C, XL C/C++, and XL Fortran compiler products. It will also be of interest to those 
individuals who have an administrative role for these compilers (e.g. install, configure, or 
provide access) since it discusses how to configure and administer a new compiler feature 
called Utilization Tracking and Reporting. 

Introduction 
 
Utilization Tracking and Reporting is a new feature in the XL family of compilers 
(introduced in XL C V11.1, XL C/C++ V11.1, and XL Fortran V13.1). This feature 
allows you to generate reports regarding compiler utilization within your organization. 
These reports indicate which compiler products are being used, by which users, and on 
which machines. They also tell you the specific times of day when the compiler was 
invoked and how much concurrent use of the compiler there was. You can use this 
information to help you manage your license requirements and compliance, for both 
Concurrent User licenses as well as Authorized User licenses. 
 
This article provides a set of Best Practices that you can follow when using this feature. 
Although the feature is lightweight and simple to use, it is also quite flexible in terms of 



how you can use it. The Best Practices will help guide you in a number of key areas. 
 
There is also a section titled “Questions and Answers” which will help you further 
understand the feature by addressing some key questions that might arise as you begin to 
explore and leverage it. Where appropriate, the questions discussed in this part of the 
article are referenced by the Best Practices, and vice versa, in order to avoid repeating the 
same information in two places. 
 
Full documentation for this feature can be found in the Information Center for the 
compiler products you’re using. (See the “Links” section at the bottom of the article for 
links to the appropriate Information Center documents.) This article is intended to 
supplement that documentation by providing some additional information, but also by 
examining some of the key points mentioned in the product documentation in greater 
detail and from a slightly different perspective. It is recommended that you read the 
documentation for this feature prior to reading this article so that you become familiar 
with some of the terms and concepts discussed in the article. 

Best Practices 
 

1. Test the utilization tracking feature before enabling it for all users. 
 
You should try out this feature for a period of time in a test environment with a 
small number of users before starting to track utilization for all compiler users 
within your organization. This will give you a chance to thoroughly understand 
how it works, experiment with different ways of configuring the feature, and 
decide which approach works best for your organization. During this trial period 
you can also automate some of the administrative tasks so they operate in a 
largely turn-key fashion. This will make it much easier when you enable the 
feature across your organization with potentially large amounts of data being 
collected each day. 
 
The Compiler Reference Guide has a section titled “Testing utilization tracking” 
which describes how you can set up a test environment for this feature. This 
article contains additional information on the administrative tasks you may want 
to automate. See Best Practice #5 below for details. 

2. Synchronize time on the machines where the compiler is used. 
 
When the compiler is invoked, its start and end times are recorded in a file and 
used later on when you generate a utilization report. The times that are recorded 
are in Coordinated Universal Time (UTC). If the compiler is used on multiple 
machines, it’s important that the time is synchronized across those machines, 
otherwise the report cannot accurately indicate when the various invocations 
occurred. This synchronization is often done using the Network Time Protocol 



(NTP). 
 
If there are machines in your organization which cannot be synchronized for some 
reason, you can adjust the recorded times by passing the -qadjusttime option when 
you invoke the utilization reporting tool (urt) to generate the utilization report. 
This option allows you to add (or subtract) a specified number of seconds to the 
times that have been recorded on any given machine in order to “normalize” the 
times shown in the report. If the difference in time across the machines changes 
you will have to update the values you specify in this option accordingly. This is 
one reason why this approach is less desirable than having the machines 
synchronized in the first place. 

3. Centrally configure utilization tracking. 
 
If you have multiple installations of the same compiler product (e.g. XL C/C++ 
for AIX® V11.1), it is strongly recommended that you create a single master 
copy of the utilization tracking configuration file and reference it from all of the 
installations. This allows you to enable or disable the feature and make 
configuration changes in one place rather than have to make changes to multiple 
configuration files and keep them in sync. 
 
All installations of the product which are at the same release level (e.g. V11.1) 
can share a single master utilization tracking configuration file, even if they’re at 
different PTF levels (e.g. 11.1.0.1 and 11.1.0.2). Different releases of a product, 
on the other hand, require different configuration files. 
 
There is a symbolic link named urt_client.cfg within each installation which the 
compiler uses to find the utilization tracking configuration file. You can modify 
this symbolic link in each installation to point to your master configuration file. 
(Do not change the name of the symbolic link, just the file that it links to.) Make 
sure all compiler users have read permission on the file. 
 
If the compiler installations are on multiple machines then you should put your 
master configuration file on some form of distributed file system and make it 
accessible from all machines where the compiler is being used. Note that this does 
not imply that you have to also create your .cuf files on a remote file system - 
within this master utilization tracking configuration file you can still specify a 
location for the .cuf files which is local to each machine where the compiler is 
used e.g. /var/tmp. You can also automatically incorporate the machine name into 
the name of the .cuf files by using the $HOSTNAME token as part of the value 
for the -qusagefileloc entry. 
 
See the Utilization Tracking and Reporting chapter of the Compiler Reference for 
details. 

4. Monitor your utilization during peak compiler usage and over an extended 
period of time. 



 
In most organizations, compiler use will vary as projects go through different 
stages of development. It can also fluctuate at different times of the year or for 
various other reasons e.g. during holidays, during developer conferences or 
courses, during planned system outages, etc. 
 
Because the amount of development activity can vary over time it’s unlikely that 
you’ll get a true picture of compiler use in your organization if you only enable 
utilization tracking for just a few days. This is particularly true if the chosen days 
happen to be during periods of reduced activity. 
 
The utilization tracking feature is lightweight enough that it can be used over an 
extended period of time, and in many cases even permanently enabled. By 
following the best practices in this article you should be able to configure 
utilization tracking so that it’s unobtrusive to compiler users. You should also be 
able to automate many of the administrative steps so that it requires very little 
manual effort on a day-to-day basis. For example, you can automate report 
generation and .cuf file management as discussed in Best Practice #5 below. 
 
In general, the longer this feature is enabled, the higher the accuracy of the 
results. 

5. Automate the report generation and run it nightly. 
 
There are benefits of setting up a cron job to run urt each night, producing a 
report on that day’s compiler utilization. This lets you monitor your 
organization’s use of the compiler on a regular basis and detect compliance issues 
in a timely manner. If there are errors or warnings listed in the report you can 
address them quickly instead of letting them persist for several days. The report 
will also be smaller and easier to analyze if it contains just one day’s worth of 
data instead of several. 
 
You’ll also quickly discover if there are changes required in the utilization 
tracking configuration in order to improve the accuracy of the report in the future. 
For example, in analyzing the report you might discover that the list of “exempt 
concurrent users” (those who have their own Authorized User license) is not 
accurate and needs to be updated. This is something you might need to do on an 
ongoing basis in order to reflect changes in your organization and in the number 
and type of licenses that you have acquired over time. See Question #13 for more 
information. 
 
In addition to simply invoking urt, there are other steps you might also want to 
automate and include in the nightly processing. For example, you could write a 
script which does the following: 

a. Copy the .cuf files to a central location before generating the report. This 
might be just a local copy, but it might also involve copying the files from 



the machines where the compiler is used to the machine where urt will be 
run. 
 
If you don’t copy the .cuf files and generate the report from the copies 
then you may need to temporarily disable utilization tracking before 
generating the report so that the compilers aren’t trying to access the .cuf 
files at the same time as urt. See Best Practice #6 below for details. 

b. Check the exit status of urt to see if the number of concurrent users 
exceeds the maximum that you have configured. The exit status will be 1 
in this case, and your script can take some action to notify you e.g. send 
you an e-mail. 

c. Use grep, perl, or other tools to examine the report and produce additional 
output based on the contents. For example, you might want to produce a 
summary list of which users invoked the compiler and on what machines, 
or check at what time of day the first or last invocation took place. It 
would also be useful to check to see if there are any errors or warnings 
listed in the report. 

d. Archive the .cuf files and/or the report somewhere for future reference. 

e. Delete the .cuf files so that the next day’s data is collected in new .cuf files 
instead of adding to the existing ones. Alternately, you can prune old data 
from the .cuf files. See Best Practice #9 for more information on keeping 
.cuf files small. 

6. Don’t generate the report while the compiler is still accessing the .cuf files. 
 
In order to successfully record utilization, each compiler process must obtain a 
write lock on the .cuf file. Running urt at the same time can prevent the compiler 
from getting the lock it needs and can therefore result in missed invocations 
and/or degraded performance. There are various ways that you can deal with this 
issue: 

a. Disable utilization tracking temporarily before running urt. This can be 
automated by writing a script which uses sed (or some other file editing 
utility) to change the utilization tracking configuration file i.e. change -
qenabletracking to -qnoenabletracking. Alternately, your script could 
switch the compiler to use a different utilization tracking configuration file 
in which utilization tracking is already disabled. This is done by 
modifying the symbolic link named urt_client.cfg within the compiler 
installation so that it points to the other utilization tracking configuration 
file where the feature is disabled. 
 
After disabling utilization tracking, you should wait for a period of time 
before running urt to make sure that all compiler processes that were 



already “in flight” have a chance to record their end time and then finish. 
 
Once the report has been generated you can undo your changes from 
above to re-enable utilization tracking. 

b. Run urt at a time when the compiler is not being used e.g. after nightly 
builds are done. 

c. Copy the .cuf files and generate the report from the copies. 

7. Use a different .cuf file for each user instead of sharing a single .cuf file 
among multiple users. 
 
You can configure the utilization tracking feature to use a single shared .cuf file 
among multiple users, or to use a separate .cuf file for each user. There are several 
benefits of using the latter approach: 

a. Less contention for writing to the same file at the same time. 
 
When a compiler process is recording its invocation in a .cuf file, other 
processes may have to wait since only one of them can be writing to the 
file at any point in time. Although the wait time is typically very small, if 
there are a very large number of processes it can start to add up, especially 
if the .cuf file is on a remote system and accessed via some form of 
distributed file system. Sharing a .cuf file among many users may result in 
more of this contention which in turn can increase compilation time or 
even result in some invocations not being recorded because the maximum 
wait time elapses. 

b. The user names will be evident in the names of the .cuf files. Host names 
can also be included. 
 
This lets you see at a glance which users have had their utilization 
recorded and on which machines, so you don’t have to scan the generated 
report to figure this out. If there are any compiler users who don’t have a 
corresponding .cuf file you can quickly investigate the reasons and correct 
them. (See Question #3 for more information on how to ensure that 
utilization is being recorded for all compiler users.) On the flip side, you 
might see .cuf files for users that you weren't expecting to see (i.e. you 
didn't know they were using the compiler), and this would be a trigger to 
investigate if there's a license compliance issue because of it. 
 
Note that the utilization report always contains a list of the .cuf files that 
were used, which in this case would also serve as a summary list of users. 

c. It allows you to generate more targeted reports. 
 



As a general rule you should always generate a report that includes all 
compiler users so you can get a true picture of the overall compiler usage 
within your organization, especially concurrent usage. This can be done by 
passing all of the user-specific .cuf files to urt. However, in addition to 
that you may wish to generate more targeted reports that focus on 
compiler usage by specific users or on specific machines. You might also 
want to have one report that focuses on users with Authorized User 
licenses and another that focuses on users that are sharing Concurrent User 
licenses. Having separate .cuf files for each user gives you the flexibility 
to generate these kinds of reports.  

 
Configuring the utilization tracking feature to use a separate .cuf file for each user 
is easy. Furthermore, those .cuf files can be conveniently located in a single 
common location. See Question #7 for details. 

8. Use a different .cuf file for each product. 
 
If multiple compiler products are used in your organization (e.g. XL C/C++ for 
AIX V11.1 and XL Fortran for AIX V13.1) it’s possible to configure them to 
record their utilization in the same .cuf file or in different .cuf files. The 
disadvantage of using a common .cuf file is similar to what has already been 
mentioned elsewhere in this article - it may create contention for access to the .cuf 
file as multiple compiler processes try to record their invocations at the same 
time. 
 
It also means that the report generated by urt would always contain both products. 
This in itself is not necessarily a problem - urt is designed to support generating a 
single report that includes multiple products if that’s what you want. (Each 
product would appear in its own distinct section of the report.) However, if for 
some reason you wanted to generate separate reports, you would not be able to do 
so if the invocation data for both products is in the same .cuf file. With separate 
.cuf files, on the other hand, you can choose which way you want to generate the 
report - both products in the same report (just pass all of the .cuf files to urt at the 
same time) or each product in its own report. 
 
Note that you can configure utilization tracking so that the .cuf files are 
independent not only for each product but also for each user of each product, 
satisfying both this Best Practice as well as Best Practice #7 above. For example, 
in the utilization tracking configuration file for XL C/C++ for AIX V11.1, you 
could have an entry that looks like this: 

-qusagefileloc=/var/tmp/compiler_usage/xlcpp_aix_11.1/ 
 
$HOSTNAME_$LOGNAME.cuf 



 
while in the utilization tracking configuration file for XL Fortran for AIX V13.1 
you could have an entry that looks like this: 

-qusagefileloc=/var/tmp/compiler_usage/xlf_aix_13.1/ 
$HOSTNAME_$LOGNAME.cuf 

 
With these configuration entries, the XL C/C++ compiler would create .cuf files 
in /var/tmp/compiler_usage/xlcpp_aix_11.1, and the XL Fortran compiler would 
create .cuf files in /var/tmp/compiler_usage/xlf_aix_13.1. Within these 
directories, each compiler would create .cuf files that reflect the name of the 
compiler user as well as the machine on which the compiler is being used e.g. 
host1_user1.cuf, host1_user2.cuf, etc.  
 
If you want to generate a report that includes both products you can do so like 
this: 

urt -qusagefileloc=/var/tmp/compiler_usage -qmaxsubdirs=1 

or like this: 

urt -qusagefileloc=/var/tmp/compiler_usage/xlcpp_aix_11.1: 
/var/tmp/compiler_usage/xlf_aix_13.1 

 
However, if you want to generate separate reports for each product you can 
invoke urt twice, like this: 

urt -qusagefileloc=/var/tmp/compiler_usage/xlcpp_aix_11.1 
 
urt -qusagefileloc=/var/tmp/compiler_usage/xlf_aix_13.1 
 
  

9. Don’t let the .cuf files grow too large. 
 
In addition to taking up space in your file system, very large .cuf files can have a 
negative impact on performance, and can cause generated reports to be extremely 
long. 
 
To avoid these problems, you should reduce the size of the .cuf files on a regular 
basis. There’s usually no need to keep more than one day’s worth of data in your 
.cuf files if you generate the report each night (see Best Practice #5). 
 
There are two ways you can reduce the size of your .cuf files: 

a. Delete them after generating your report each night so that new .cuf files 
are used for recording the next day’s utilization. If you’re using a separate 



.cuf file for each user, the new .cuf files will be automatically created the 
next time the users invoke the compiler. With a .cuf file that is shared 
among multiple users, you should copy the “empty” (or stub) .cuf file 
that’s shipped with the compiler to replace the one that you just deleted. 
You will also need to adjust permissions (and/or the file’s group id) so that 
all users have write access to this .cuf file, and you may also need to 
rename it to match what you’ve specified in the -qusagefileloc entry of 
your configuration file. 

b. Use urt to prune the .cuf files. This removes older invocations from the 
.cuf files, leaving the more recent ones there. After pruning the .cuf files, 
urt then generates a report using whatever invocations remain. The 
Compiler Reference guide has additional information on how you can use 
urt to prune your .cuf files. 

 

Questions and Answers 
 

1. What happens when utilization tracking is enabled? 
 
When this feature is enabled, the compiler simply records its invocation in a file. 
It does not use a license server or other mechanism to try and acquire a license. In 
fact, at compile-time it does not know how many licenses are available, and will 
therefore never prevent a compilation from continuing, and because it’s just 
writing to a file it has a negligible impact on performance (see Question #2 
below). The overall goal is to simply allow you to track your organization’s use of 
the compiler, not prohibit or interfere with your use of the compiler. 
 
The file used to record the compiler invocations is referred to as a “usage file” 
and has the extension “.cuf”. The information recorded identifies the product 
being used, the user name and UID, the host name, and the start and end time of 
each invocation. 
 
After you’ve recorded these compiler invocations you will use the standalone 
reporting tool (urt) to generate a report from the .cuf files. This report will 
indicate which users have been using the compiler, on which machines, and how 
much concurrent usage there was. 

2. Does utilization tracking affect compiler performance? 
 
No, the amount of file I/O and other processing required to record utilization is 
very small compared to the rest of the processing done during compilation. Under 
normal circumstances there will be no observable change in compile time. 



 
There are, however, various factors which you should be aware of since they may 
have an impact on this: 

a. Writing to a remote .cuf file on a networked file system is slower than 
writing to a local .cuf file. Depending on your circumstances, you may 
find that doing file I/O across the network is too slow, in which case you 
should change your utilization tracking configuration to use a local .cuf 
file. See Question #8 for more information. 

b. Only one process can update the .cuf file at any given time, so if there are 
many processes competing for access to it then some of them may end up 
waiting until the others are done. Under normal circumstances this should 
not be a problem because the wait times will be very short. If there’s a 
very large number of concurrent processes, however, those wait times can 
start to add up, particularly when using a remote .cuf file. One way to 
address this is to use a different .cuf file for each user (and each product) 
instead of sharing a single .cuf file among multiple users. This will reduce 
contention for access to the .cuf file. See Best Practices #7 and #8 for 
more information. 

c. Running urt while the compiler is trying to record its utilization can also 
prevent the compiler from accessing the .cuf file in a timely manner. See 
Best Practice #6 for ways to deal with this. 

3. How do I ensure that all compiler invocations are being recorded? 
 
There are a few things you need to do: 

a. Make sure that utilization tracking has been enabled in all installations of 
the compiler. This can be done by modifying the utilization tracking 
configuration file that exists within each installation. However, a better 
approach would be to create a single “master” copy of the configuration 
file for the product and reference it from all installations. See Best Practice 
#3 for more information. 

b. Check to see if the compiler is emitting any messages related to utilization 
tracking which indicate that it cannot record its utilization. This can 
happen if there are errors in the configuration file, if the .cuf file is 
corrupted or cannot be accessed (due to incorrect permissions or long 
delays), if the file system where the .cuf file is located is full, etc. Ask the 
compiler users within your organization to report any such messages if 
they occur, and then fix the root cause of the reported problem. See 
Question #6 for additional information. 



c. Make sure that the compiler’s default configuration file (e.g. vac.cfg.53 or 
vac.cfg.61) contains the following three attributes and that they are 
correct: 

i. xlurt_cfg_path - The location of the utilization tracking 
configuration file. 
 
For XL Fortran this attribute should appear within the DEFLT 
stanza of the compiler’s configuration file, and its value should be 
<compiler install location>/usr/lpp/xlf/urt. 
 
For XL C and XL C/C++ this attribute should appear in both the 
DEFLT_C and DEFLT_CPP stanzas. Its value in the DEFLT_C 
stanza should be <compiler install location>/usr/vac/urt, and in the 
DEFLT_CPP stanza it should be <compiler install 
location>/usr/vacpp/urt. 

ii. xlurt_cfg_name - The name of the utilization tracking 
configuration file. 
 
This attribute should appear in the same stanzas as above, and its 
value in all cases should be urt_client.cfg. 

iii. xlurt_msg_cat_name - The name of the utilization tracking 
message catalog. 
 
For XL Fortran , XL C, and XL C/C++, this attribute should 
appear within the DEFLT stanza of the compiler’s configuration 
file. Its value for XL Fortran should be xlfumsg.cat, and for XL C 
and XL C/C++ it should be vacumsg.cat. 

If any of these attributes are missing or incorrect the compiler will not 
record its utilization. Although it’s possible to change these attributes to 
something other than the default values given above, it’s not 
recommended and should rarely be necessary. 

d. Check to see if any users have overridden the compiler’s default 
configuration with the -F option or the XLC_USR_CONFIG environment 
variable (or XLF_USR_CONFIG for Fortran users). If so, ensure that the 
configuration they’re using includes the above three attributes and that 
those attributes contain valid values. 
 
Note that there are some subtle ways in which a delta configuration file 
specified by the XLC_USR_CONFIG environment variable might cause 
these attributes to be omitted. For example, if the delta configuration file 
redefines the xlc stanza and does not “use” the one from the default 
configuration file then the required attributes will not be defined. In this 



case you will have to modify the delta configuration file to ensure that the 
user-defined xlc stanza includes a definition of these attributes, either 
directly or indirectly (i.e. by “use”-ing some other stanza that defines 
them). The preferred way would be to make sure that it “uses” the 
DEFLT_C stanza from the compiler’s default configuration file since 
that’s what the default xlc stanza does. 

e. Scan the report generated by urt to see if the output matches your 
expectations in terms of which users are using the compiler and on which 
machines. Also consider whether or not the overall number of invocations 
looks reasonable or if it seems low based on the amount of development 
activity happening in your organization at the time and the size of the 
projects being developed. If there are users or machines missing, or if the 
total number of invocations is unexpectedly low, you should investigate 
the above possible causes and solutions. 

4. How do I ensure that all compiler invocations are included in the report that 
is generated by urt? 
 
If utilization has been recorded in more than one .cuf file, make sure you pass all 
of the .cuf files to urt when you generate the report (or equivalently all of the 
directories containing all of the .cuf files). urt will merge them into a single 
temporary .cuf file and will generate the report from that temporary .cuf file. 
Concurrent usage will be calculated based on the invocations found in all of the 
specified .cuf files. Omitting one or more .cuf files can significantly reduce the 
accuracy of the report. 
 
As stated in the answer to Question #3 above, you should also examine the report 
generated by urt on a regular basis to see if the output matches your expectations 
in terms of which users are using the compiler and on which machines. Also 
consider whether or not the overall number of invocations looks reasonable or if it 
seems low. If there are users or machines missing, or if the total number of 
invocations is unexpectedly low, you should check to make sure that all .cuf files 
are being passed to urt when you generate the report. 
 
You should also see if the report contains errors or warnings which indicate that 
urt could not successfully open some of the .cuf files that were specified. This can 
happen if the .cuf files are corrupted, if the user running urt does not have 
sufficient permissions to read the .cuf files, etc. The report also contains a list of 
files that were successfully opened and used. 

5. If I exceed my license entitlements, will this feature prevent me from using 
the compiler? 
 
No. When you run the compiler, each invocation is simply recorded in a .cuf file. 
It is only when you run the urt tool and generate a utilization report that you’ll 
know if you have exceeded your license entitlements. 



6. Under what circumstances would I see messages emitted at compile-time 
related to this feature? 
 
Under normal circumstances you won’t see any messages from the compiler 
related to this feature. However, there are some circumstances in which the 
compiler will emit a message to let you know about a problem it has encountered. 
The message emitted will have a severity of “Info”, and will never prevent the 
compilation from continuing. Here is a list of reasons why the compiler might 
emit such a message: 

a. The compiler is unable to find or read the utilization tracking 
configuration file.  

b. The utilization tracking configuration file contains errors e.g. entries that 
are not recognized, are malformed, or contain invalid values. 

c. The specified .cuf file cannot be created or used e.g. insufficient 
permissions, the file system is full, the maximum wait time has elapsed, or 
the file extension is wrong (i.e. not “.cuf”). 

d. One or more configuration values have changed. This is not necessarily a 
problem per se - the compiler is simply telling you that it is now using the 
new configuration values. It would only indicate a problem if two or more 
users are using different configuration files and the entries in those 
configuration files are not consistent. In this case, the message will be 
emitted each time a user overwrites the configuration values that some 
other user was using. 

7. How can I use a different .cuf file for each compiler user? 
 
The name and location of the .cuf file to use are specified with the -qusagefileloc 
entry in the utilization tracking configuration file. If the file you specify does not 
exist when the compiler is invoked then it will automatically be created, including 
any parent directories that do not already exist. Furthermore, each user will get 
their own .cuf file if you use one of the following special tokens as part of the file 
path: 

a. $HOME. This token will be replaced with each user’s home directory. For 
example, if you specify: 

-qusagefileloc=$HOME/compiler_usage/xlcpp_aix_11_1.cuf 

then the compiler will create a sub-directory called “compiler_usage” in 
each user’s home directory, and will create a file called 
“xlcpp_aix_11_1.cuf” within that sub-directory. 

b. $LOGNAME (or $USER). This token will be replaced with each user’s 
login user name. This allows you to create per-user .cuf files in a location 
other than the users’ home directories. For example, if you specify: 



-qusagefileloc=/var/tmp/compiler_usage/xlcpp_aix_11_1/ 
$LOGNAME.cuf 

then the compiler will create a sub-directory called 
“compiler_usage/xlcpp_aix_11_1” in /var/tmp, and will create a .cuf file 
for each user within that sub-directory e.g. user1.cuf, user2.cuf, and so on. 

Note that you can also use the token $HOSTNAME which will be replaced by the 
name of the host on which the compiler is being used. This is very useful if you will 
be copying the .cuf files from across several hosts to the machine where urt is 
installed so that you can generate a report from them. The user name by itself may not 
be unique enough to avoid filename collisions, but a combination of user name and 
host name should be. 

8. Should I record utilization in a local .cuf file or a remote .cuf file? 
 
There are pros and cons either way. 
 
Writing to .cuf files on a local file system is optimal in terms of performance and 
reliability. In this case, each machine where the compiler is used will have its own 
set of local .cuf files, and you’ll need to make them all available to urt when you 
want to generate a report from them. This can be done by copying them to the 
machine where urt will be run or by having urt remotely access the file systems 
from each of the machines where the .cuf files reside. 
 
On the other hand, you could have the compiler record its utilization in a remote 
.cuf file which it accesses via some form of distributed file system. When urt is 
run it then simply accesses all of the .cuf files from this one common location. 
 
In choosing between these two approaches, the speed and reliability of your 
distributed file system is likely the main factor to consider. There may be several 
compiler processes trying to record their invocations at the same time, which not 
only requires good I/O performance, it also requires very robust support for file 
locking so that the updates are done in a coordinated fashion. If recording 
utilization in a remote .cuf file slows down the compiler or causes messages to be 
emitted because it can’t record some invocations then use local .cuf files instead. 
This may mean that generating the report is slower or more cumbersome, but this 
is almost certainly going to more acceptable than impacting all compiler users. 

9. How big do .cuf files get? 
 
Each invocation that gets recorded in a .cuf file requires roughly 100 bytes. (This 
number may be higher or lower depending on how long the user names and/or 
host names are in your organization.) 
 
This means that 10,000 invocations will require about 1 MB. Depending on the 
size of your organization, you might easily reach 10,000 invocations or more in 



one day. 
 
See Best Practice #9 for suggestions on how to keep the size of your .cuf files 
within reasonable limits. 

10. What kinds of things can influence how long it takes to generate the 
utilization report? 
 
This can depend on many different factors: 

a. Whether or not you’ve applied the first PTF (XL C/C++ for AIX 11.1.0.1, 
and XL Fortran for AIX 13.1.0.1). This PTF contains a major performance 
improvement which makes report generation significantly faster. 

b. The number of invocations in the .cuf files. Obviously the more 
invocations there are the longer it will take to generate the report, although 
even with tens of thousands of invocations report generation time is 
usually still quite reasonable. See Best Practice #9 for information on 
keeping your .cuf files small. 

c. Whether or not you’re using urt to prune the .cuf files before generating 
the report. Pruning can be time-consuming, but this may be offset by the 
fact that after the .cuf files are pruned urt has fewer invocations to process 
when generating the report. 

d. Other standard performance considerations e.g. machine speed, workload, 
etc. Network performance can also be a factor if urt is reading the .cuf 
files from a remote file system. 

11. Why do some invocations show up in the report with an end time that is 
“UNKNOWN”? 
 
This indicates that an invocation of the compiler started running and recorded its 
start time in the .cuf file, but its end time was not recorded. There are two possible 
reasons for this: 

a. The compiler invocation was still running when the report was generated, 
or when the .cuf file was copied. 

b. A problem occurred which prevented the compiler from recording its end 
time. For example: 

i. The compiler process ended due to a signal which it could not 
handle. 

ii. The .cuf file permissions changed while the compiler was running.  
The user running the compiler had write permission when the 



invocation started, but at some point during the compilation this 
permission was removed. 

iii. There were other processes reading from or writing to the .cuf file 
when this compiler invocation tried to record its end time, causing 
this invocation to exceed its maximum wait time. 
 
If this happens frequently, you should make some changes to 
address the problem. For example, you can reduce the number of 
users that are competing for access to the .cuf file (see Best 
Practices #6, #7, and #8), use a local .cuf file instead of a remote 
one, or increase the maximum wait time. 

In case ii. and iii. the compiler will emit a message to indicate that it could 
not record its end time, and then it will continue the compilation as usual. 

12. How do I ensure that users with Authorized User licenses aren’t counted as 
Concurrent Users in the report? 
 
There are several ways you can accomplish this: 

a. Use the -qexemptconcurrentusers entry in the utilization tracking 
configuration file to identify which users have their own Authorized User 
license. Invocations of the compiler by these users will still be recorded in 
the .cuf file and shown in the report generated by urt, but they will not be 
included in the count of concurrent users shown in the report. The 
advantage of this approach is that a single report will show compiler 
invocations by all users and can therefore be useful in managing both 
types of licenses. 

b. Use a separate .cuf file for each compiler user, and when you generate the 
report simply omit any .cuf files that belong to users that have an 
Authorized User license. You may also want to generate a second report 
which focuses on just those users. See Best Practice #7 for details on using 
a separate .cuf file for each compiler user. 

c. Don’t record the utilization of such users. See Question #13 for details. 

Whichever approach you use, keep in mind that if the licenses within your 
organization change (e.g. user “John Smith” no longer has an Authorized User 
license) you’ll have to make the corresponding change to your process here as 
well. 

13. How do I prevent users with Authorized User licenses from having their 
utilization recorded in the first place? 
 
By default, when you enable utilization tracking in a given installation of the 



compiler, all users of that installation will have their utilization recorded. This is 
often exactly what you want in order to make sure you're getting an accurate 
picture of all compiler utilization across your organization, for users with 
Concurrent User licenses as well as Authorized User licenses. However, under 
certain circumstances there may be reasons to leverage this feature only for 
Concurrent User licenses and not record the utilization of users that have their 
own Authorized User license: 

a. If filesystem space is very tight and you want to minimize the amount 
being used to record utilization. 

b. If you want to minimize the size of the reports produced by urt and the 
amount of time it takes to generate those reports. (Note that you can also 
achieve this by simply omitting certain user-specific .cuf files when you 
generate the report. See Question #12 above.) 

c. If you're using a single shared .cuf file for all users, and you want to 
reduce the number of concurrent processes that are trying to access that 
file at the same time (i.e. reduce contention for write access to the file). 

d. If you want to avoid having to define such users as “exempt users” as 
described in Question #12. 

There are two ways that you can exclude these users from having their utilization 
recorded: 

i. Use different compiler installations for the different types of 
licenses. Utilization tracking can be disabled in the installations 
used solely by users with Authorized User licenses, and enabled in 
those installations where the users are using Concurrent User 
licenses. 

ii. Enable utilization tracking in all compiler installations by default, but 
override the compiler’s default configuration to disable utilization tracking 
for those users with Authorized User licenses. These users would override 
the compiler’s default configuration by using either the -F option or the 
XLC_USR_CONFIG environment variable whenever they invoke the 
compiler. Specifically, they would override the xlurt_cfg_path and/or 
xlurt_cfg_name attributes to point to a utilization tracking configuration 
file that has utilization tracking disabled. The Compiler Reference guide 
discusses how to use the -F option and the XLC_USR_CONFIG 
environment variable. 
 
If your organization has a large number of users with Authorized User 
licenses and relatively few users using Concurrent User licenses, it may be 
simpler to do the inverse of the above i.e. disable utilization tracking by 
default and override the compiler’s default configuration to enable 



utilization tracking only for those users who are using Concurrent User 
licenses. Only do this, however, if you can ensure that all such users will 
always invoke the compiler with the -F option or the XLC_USR_CONFIG 
environment variable set so that they’re using the utilization tracking 
configuration file where utilization tracking has been enabled, otherwise 
you will not get an accurate count of concurrent users in the report 
generated by urt. 

14. If a given user invokes the compiler with two different user accounts, will it 
be counted as two different Concurrent Users? 
 
By default, yes, because urt has no way of knowing that the different accounts 
really belong to the same user. However, you can use the -qsameuser option to 
give urt this information. 
 
The -qsameuser option establishes rules for when two or more different accounts 
should be considered the same user and when they shouldn’t. The rules are quite 
flexible - they can be expressed as general policies that apply to all users in your 
organization, or they can be for specific users. Both types of rules can be used at 
the same time if appropriate. 

 
 

Links 
Here are links to the chapter titled “Utilization Tracking and Reporting” in the Compiler 
Reference guides for XL C, XL C/C++, and XL Fortran: 
 
•    IBM XL C for AIX V11.1 
•    IBM XL C/C++ for AIX V11.1 
•    IBM XL Fortran for AIX V13.1 
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