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1. Purpose 
Based on a knowledgebase of incident response best practices, industry standard frameworks, 
and regulatory requirements, the Resilient Incident Response Platform makes incident response 
efficient and effective. 

Based on results from realistic simulations, this guide provides configuration guidance for 
organizations planning to deploy the Resilient platform. These recommendations represent the 
minimum configurations required to maintain acceptable application response time during normal 
operation. This reduces the risk of performance bottlenecks during times of heightened activity. 
The recommendations address the number of processors, amount of memory, and amount of 
disk space. Administrators may adjust resources as necessary based on workload.  

The guidance provided is suitable for version 28.2 and later of the Resilient platform. For V29, the 
guidelines apply to both the Debian and Red Hat Enterprise Linux versions except where noted.  
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2. Configuration Recommendations 
When deployed, the Resilient platform requires a VM with at least 2 CPUs (cores), 8GB of RAM, 
and a 100GB disk, regardless of the number of users or workload. As you add users or increase 
Resilient platform usage, you may need to add resources to maintain acceptable response times. 

The recommendations are based on three types of workloads: Typical, Large, and Extra-Large. 
Baseline guidelines for each type of workload are listed in the following tables. The workloads are 
described in more detail later in this document. 

The workloads used to generate the data for the recommendations in this guide are generalized. 
You should consider these recommendations as a starting point and adjust resources as 
necessary, depending on workload expectations.  

2.1. Typical Workload 

A Typical workload is an average of 2 requests/sec for every 50 users.  

Org Size 
(users) 

CPUs 
(cores) 

RAM 
Resilient Max 

Heap 
Elasticsearch 

Max Heap 
Disk (Initial) 

Disk 
Consumed/Year 

1-50 2 8GB 3GB 2GB 100GB up to 15GB 

51-100 2 8GB 3GB 2GB 100GB up to 30GB 

101-150 4 8GB 3GB 2GB 100GB up to 45GB 

151-200 4 16GB 8GB 3GB 100GB up to 60GB 

201-250 6 16GB 8GB 3GB 100GB up to 75GB 

2.2. Large Workload 

A Large workload is an average of 4 requests/sec for every 50 users.  

Org Size 
(users) 

CPUs 
(cores) 

RAM 
Resilient Max 

Heap 
Elasticsearch 

Max Heap 
Disk (Initial) 

Disk 
Consumed/Year 

1-50 2 8GB 3GB 2GB 100GB up to 25GB 

51-100 4 8GB 3GB 2GB 100GB up to 50GB 

101-150 4 8GB 3GB 2GB 100GB up to 75GB 

151-200 6 16GB 8GB 3GB 100GB up to 100GB 

201-250 8 16GB 8GB 3GB 100GB up to 125GB 
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2.3. Extra-Large Workload 

An Extra-Large workload is an average of 6 requests/sec for every 50 users.  

Org Size 
(users) 

CPUs 
(cores) 

RAM 
Resilient Max 

Heap 
Elasticsearch 

Max Heap 
Disk (Initial) 

Disk 
Consumed/Year 

1-50 2 8GB 3GB 2GB 100GB up to 35GB 

51-100 4 16GB 8GB 3GB 100GB up to 70GB 

101-150 6 16GB 8GB 3GB 100GB up to 105GB 

151-200 8 24GB 16GB 3GB 100GB up to 140GB 

201-250 10 24GB 16GB 3GB 100GB up to 175GB 

2.4. Additional Considerations 

Disk space can vary substantially, depending on workload. For example, an organization that 
relies heavily on attachments can consume disk space at a much greater rate than one that does 
not. Make sure to account for this when configuring storage size. 

Timer events in workflows, which were not included in our benchmark, can also impact your 
workload. Resource utilization as a result of enabling timers can vary substantially and is 
dependent on several factors, including the actions that the timer initiates, how frequently the 
timer is run, and how many timers are running concurrently. For example, internal testing using a 
timer that triggered a script to update an incident field every 15 minutes had minimal impact on 
performance, but when 600 of these timers were scheduled concurrently, the timers alone drove 
CPU utilization to a sustained 60%. 
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3. Methodology 
The data used for these recommendations were generated using a methodical approach that 
leveraged a combination of real-world customer usage patterns and lab simulations. The phases 
of the project were as follows: 

1. Built and configured test lab 

 Defined and configured physical hardware and/or virtual machines required to generate 
workloads, run the Resilient platform, and store test results. 

2. Installed and configured test tools 

 Evaluated, selected, and configured tools required to generate workloads, store data, and 
analyze results. 

3. Defined workload 

 Populated a baseline database representative of a typical customer of a given size. 

 Characterized real-world Resilient platform usage to help design a realistic workload. 

4. Created workload 

 Applied workload characterization and designed a realistic workload in JMeter. 

5. Qualified workload and lab environment 

 Completed a series of “trial runs” to ensure that benchmarks accurately simulated real-
world usage patterns. 

 Ensured that tools, databases, VMs, and visualization tools were configured 
appropriately. 

 Iterated as necessary until workload reflected desired characteristics, tests were running 
error-free, and lab components were properly configured. 

 Automated repetitive tasks to the fullest extent possible to expedite testing, which helped 
ensure that each test was run using the same procedures. 

6. Ran simulations 

 Ran a series of tests with varying amounts of traffic against a variety of hardware 
configurations. 

7. Analyzed results 

 Analyzed data generated by simulations to help provide sizing guidance. 
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3.1. Lab Configuration 

A major requirement for the test lab was to simulate a Resilient customer with 250 users. Iterative 
testing led to the design of a lab configured with 5 load drivers that could each simulate up to 50 
users. 

The load drivers were configured to send requests to the System Under Test (SUT), which was 
initially configured with the minimum hardware requirement of 2 CPUs, 8GB of RAM, and 100GB 
of disk space. Additionally, a separate server (not shown in the topology) was configured to run 
an instance of InfluxDB to store test data that would later be analyzed with Grafana and Excel. 

 

The following table provides the configuration of the SUT. 

Operating System Debian v7.11 

Java (System) OpenJDK 1.7.0_131 (IcedTea 2.6.9) 

JDK (Resilient) ibm-jdk-8 

CPUs (cores) 2 x Intel Xeon X7560 @2.27GHz 

Memory 8 GB, including 3GB max for JVM 

Disk Space 100 GB 

Resilient platform v28.2.61 

PostgreSQL v9.1 

Elasticsearch v5.2.2 

Telegraf v1.2.1 

The following table provides the configuration of the load drivers and test database. 

Operating System Ubuntu 14.05.5 

CPUs (cores) 2 x Intel Xeon X7560 @2.27GHz 

Memory 4GB 

Apache JMeter v3.1 

InfluxDB (for test data only) v1.2.0 

Grafana v4.5.2 
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3.2. Tool Selection and Configuration 

The research team designed the benchmark and analyzed results by leveraging existing Resilient 
engineering infrastructure, including tools that were already being used for day-to-day 
engineering processes. They used the following tools to generate a workload, save data, and 
analyze results. 

 JMeter 
Apache JMeter generated the workload to be placed on the server. Apache JMeter is a 
widely-used open source, protocol-level web application test tool for both functional and load 
testing. Engineers can design tests through JMeter that simulate multiple users sending a 
pre-defined workload to a given server, and collect data such as success rate and response 
time. Results can then be analyzed, either through JMeter or through external tools. 

The team configured each load driver with Apache JMeter v3.1 to generate the workload.  
Then a Graphite “backend listener” was implemented in JMeter to write performance metrics 
such as response time to an InfluxDB instance on a separate server. 

 InfluxDB 

InfluxDB is an open source, time-series database from InfluxData that is widely used 
throughout the industry for performance analysis. The team implemented a single InfluxDB 
instance on its own VM to serve as a centralized database for all JMeter results. With each 
load driver configured to write metrics to the same InfluxDB instance, the team easily 
executed queries to gather and analyze test results. 

 Telegraf 

The team configured the SUT with Telegraf, also from InfluxData, to help log system resource 
information. Per InfluxData, Telegraf is described as an “agent for collecting and reporting 
metrics and events.” The Telegraf service sits on the SUT and, using minimal resources, 
periodically transmits data to the database of choice, which was the same InfluxDB instance 
used by JMeter. They configured Telegraf to transmit system resource data such as CPU, 
Memory, Disk, and Network I/O, as well as Postgres data. 

 Grafana 

Grafana is an open source, web-based visualization tool that was used to query the InfluxDB 
instance for the System, Postgres, and JMeter data, which were recorded by Telegraf and 
JMeter. Grafana provides a flexible UI that allows end users to easily create graphical 
representations (dashboards) of their workloads over time. Grafana dashboards can be 
enabled to display data in real-time, allowing users to monitor tests as they are running. 
Users can also save dashboards for analysis after tests complete.  

 Excel 

The team imported test results, particularly those from Resilient log files, into Microsoft Excel 
for additional analysis and validation. 
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3.3. Workload Definition 

To help define a realistic workload, several customers provided client access logs that were 
utilized to characterize a typical customer workload. Analysis indicated that a typical Resilient 
user spends a significant amount of time creating new incidents, reviewing existing incident 
information, and updating incidents periodically until resolution. Actions that users perform most 
frequently include: creating incidents, opening existing incidents, completing tasks, adding notes, 
and adding artifacts. During the time that a user is reading or updating incidents, the browser 
polls the server for newsfeed, task, notification updates and other information. 

NOTE: 50-user simulations that leveraged the Typical, Large, and Extra-Large workloads 
generated an average of 2, 4, and 6 requests/sec, respectively. 

 Typical Workload 

Log analysis indicated that, on average, a typical user performed the following actions each day: 

 Created 2 incidents 

 Resolved 4 tasks 

 Added 3 notes 

 Added 3 artifacts 

 Passively polled for updates while reading existing incidents 

 Large Workload 

The Large workload simulated a user performing the same tasks as the Typical workload, but 
performed twice as many actions over an 8-hour period.  

 Create 4 incidents 

 Resolve 8 tasks 

 Add 6 notes 

 Add 6 artifacts 

 Log in twice as often as typical user and generate twice as many polling requests 

 Extra-Large Workload 

The Extra-Large workload also consisted of the same request distribution as the Typical 
workload, but at three times the rate. 

 Create 6 incidents 

 Resolve 12 tasks 

 Add 9 notes 

 Add 9 artifacts 

 Log in 3x more often than typical user and generate three times as many polling requests  
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3.4. Database Population 

Another requirement was to run tests against a Resilient configuration that represented a 
“mature” customer, i.e., a customer that had been using the Resilient platform for several years 
and had a database that was already populated with users, incidents, attachments, etc. Feedback 
from customers indicated that a database with 10,000 incidents would satisfy the requirement. To 
test scalability, the organization would have 250 users. 

To populate the database, the team developed several internal tools to utilize the Resilient API 
and populate an out-of-the-box Resilient installation with users and incidents. The tools populated 
each incident with a random amount of data, including tasks, notes, artifacts, and attachments. 
The team saved the database using the Resilient resSystemBackup utility, and applied at the 
start of each test using the resSystemRestore utility to ensure that each test iteration was starting 
from the same state. 

While it is common for customers to create custom incident fields, the tests in this benchmark 
utilized the set of fields defined out of the box, with no additional fields. Adding custom fields to a 
configuration can affect performance, but that is beyond the scope of this guide. 

3.5. Benchmark Design 

The team developed workloads in JMeter to simulate the desired user actions, request 
distributions, and frequencies. Each user action consisted of a login sequence, series of requests 
to represent a specific task (e.g., open an incident), and then a logout sequence. Delays (think 
times) were added within and between user actions to make the workload realistic, resulting in a 
loop that took 8 hours to complete, end-to-end. 

The team configured each test to run for 12 hours, with the first 4 hours being designated as user 
ramp-up time. They collected metrics over the entire 12-hour period, but only the data from the 
last 8 hours - the time during which all user threads were running - was used to generate sizing 
recommendations. 

3.6. Benchmark Qualification 

The team ran test simulations to ensure that the workload was realistic, and made small changes 
after each iteration until the workload requirements were replicated. In addition, after each 
simulation completed, they analyzed JMeter and server logs, and rectified any unexpected results 
(such as 401 or 403 responses). 

The team monitored the load drivers, and increased the number of load drivers until they were not 
incurring performance bottlenecks, such as low memory or network saturation. 

The team designed Grafana dashboards to query InfluxDB and generate charts for analysis. 
Each simulation was associated with one dashboard that displayed system-level Key 
Performance Indicators (KPIs) such as CPU, Memory, Disk, Network I/O, and a second 
dashboard that displayed percentile-based response times of the various user actions. 

Finally, the team developed scripts to reduce data generated by the simulations, and imported 
data into Excel for further analysis. 
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3.7. Simulations and Data Collection 

Prior to each simulation, the team re-imaged the target server, applied the test database using 
the Resilient resImportDatabase utility, and added a delay to allow Resilient service scripts and 
jobs, such as Elasticsearch indexing and time to complete. 

The team ran tests using the JMeter command line utility so as not to consume resources on the 
load drivers with the JMeter UI. Each load driver sent requests to the target server over a 12-hour 
period, with the starting time of each user staggered over a 4-hour period. Only the data from the 
final 8 hours of the test was used for reporting. The first 4 hours were ramp-up time to reach the 
target number of users. 

3.8. Analysis 

The team utilized the system statistics and response times that Telegraf and JMeter wrote to 
InfluxDB to monitor the tests in real-time as well as post-run. Upon completion, they examined 
logs for errors and, if results were satisfactory, processed for further analysis. To help analyze 
results, they developed scripts to parse the logs for request counts and frequency to ensure that 
the simulation completed as expected. 

As an example, the chart below depicts CPU utilization from a 200-user “typical” simulation 
against a server that was configured with 4 CPUs and 16GB of RAM. They fully ramped up users 
at 13:20, and CPU maxed out at 25% at 17:00. The fluctuations in CPU utilization were the result 
of think times that were deliberately added to the workload. CPU utilization was higher when 
more users actively generated requests. 
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4. Benchmark Results 
When the team applied the Typical workload to a system configured with the minimum 
recommended configuration of 2 CPUs, 8GB of RAM, and a 100GB disk, the system was able to 
support an organization with up to 100 users before experiencing a significant degradation in 
response time. Organizations that expect to generate requests at rates similar to the Large or 
Extra-Large workloads can support up to 50 users on the minimum configuration before response 
time degrades noticeably. Administrators can maintain acceptable response times by adding 
either CPUs or memory when those resources become scarce. 

Note that a 100-user simulation does not mean that all 100 users in the organization were 
generating requests at the same time. At no time during the 8-hour simulation were all 100 users 
logged in and actively generating requests concurrently, nor would this be expected in practice. 
The number of concurrent users in the simulations varied over the course of the 8-hour period, 
with some subset of users active at any given moment. 

That said, there is a chance that a large number of users will generate requests concurrently. For 
that reason, recommendations are designed to leave room for spikes in workload, such as when 
a small number of users issue a relatively large number of requests, or a large number of users 
perform actions concurrently. The recommendations provided are such that an organization 
running a similar workload can expect to maintain a steady-state CPU utilization of 30% or lower 
with enough available memory to adequately handle the inevitable bursts of activity. 

The team closely monitored the following KPIs, which are discussed in the following pages. 

 Response Time: Duration from when a request was issued by JMeter until JMeter received a 
response. 

 CPU Utilization: Average percentage of time all cores on the server were busy. 

 Memory Utilization: Available bytes, as well as heap usage for the Resilient platform, 
Postgres, and Elasticsearch. 

 Disk I/O: Writes/sec, disk queue length. 

 Disk Space: Bytes consumed per user, per unit time. 

 Network I/O: Bytes sent/received. 

 Requests per second (RPS): Average number of requests processed per second (all 
requests combined). 
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4.1. Response Time 

As the number of users in the organization increased, so did response time for individual user 
actions. Performance degradation was primarily due to an increase in CPU utilization, but if the 
system was configured with enough CPUs, an insufficient Resilient heap size was often the 
cause.  

When the workload increased to the extent that application response time became unacceptable, 
response time was restored to acceptable levels by adding processors and/or memory to the VM. 
The tables below show how properly-configured servers resulted in acceptable response times, 
even as the number of users increased. 

All measurements below are in milliseconds (ms) unless otherwise noted. 

 Typical Workload 

Org Size 
(users) 

CPUs 
(cores) 

RAM 
(GB) 

Open 
Incident 

Mark Task 
Complete 

Create 
Incident 

Create Note Add Artifact 

50 2 8GB 550 900 4780 870 910 

100 2 8GB 725 950 5250 930 1150 

150 4 8GB 550 810 2500 725 745 

200 4 16GB 460 650 2225 700 800 

250 6 16GB 510 675 2190 695 750 

 Large Workload 

Org Size 
(users) 

CPUs 
(cores) 

RAM 
(GB) 

Open 
Incident 

Mark Task 
Complete 

Create 
Incident 

Create Note Add Artifact 

50 2 8 630 1100 4000 850 950 

100 4 8 500 760 2130 700 800 

150 4 8 650 700 2500 760 810 

200 6 16 560 720 2200 715 785 

250 8 16 625 750 2240 710 780 
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 Extra-Large Workload 

Org Size 
(users) 

CPUs 
(cores) 

RAM 
(GB) 

Open 
Incident 

Mark Task 
Complete 

Create 
Incident 

Create Note Add Artifact 

50 2 8 675 1030 4670 850 1180 

100 4 16 520 775 2360 780 770 

150 6 16 560 775 2200 725 790 

200 8 24 530 715 2175 720 775 

250 10 24 645 945 2620 955 1020 

When the number of CPU cores was increased from 2 to 4, the additional cores had a significant 
effect on response time during the Typical workload 200-user simulation. 
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4.2. CPU Utilization 

With the number of CPUs held constant, CPU utilization increased linearly as the number of 
users increased, eventually resulting in a CPU bottleneck. Adding CPUs at the appropriate times 
- in this case 2 additional CPUs at 150 users and another 2 CPUs at 250 users - maintained 
acceptable steady-state CPU utilization while leaving CPU cycles for spikes in activity. 

 

 

 CPU Bottlenecks 

Response time degrades as the CPU becomes busier. CPU utilization that is consistently greater 
than 70% places users at risk of experiencing major performance degradation and is an indication 
that administrators should consider adding processors (cores) to the Resilient VM. 

Short-lived spikes in CPU utilization as a result of bursts of activity or expensive end-user actions 
are normal. Sustained, high CPU utilization is cause for alarm. These sizing guidelines take the 
inevitable CPU spikes into consideration by recommending configurations that result in average, 
steady-state CPU utilization of 30% or lower, leaving room for bursts of activity. 
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4.3. Memory 

When sizing overall system memory, Resilient administrators should take the following memory 
requirements into consideration: 

 Operating system 

 Resilient JVM heap size (3GB default) 

 Elasticsearch JVM heap size (2GB default) 

 Postgres memory use (up to 1.6GB) 

 Resilient scripting memory use (250MB) 

Overall system memory is the amount of memory that is available to the system as a whole, 
including the operating system and all processes running on the machine. 

Maximum Resilient JVM heap size is the maximum amount of memory that can be allocated to 
the Resilient platform. If this number is not large enough, users experience performance 
degradation as the Resilient heap fills up and the garbage collector is forced to run frequently, 
consuming CPU cycles in the process. The default, out-of-the-box configuration for the Resilient 
platform sets the maximum Resilient heap size to 3GB. This is enough memory for typical 
organizations with up to 100 users, but should be increased as the number of users or usage 
patterns increase, as indicated below. 

Maximum Elasticsearch JVM heap size represents the maximum amount of memory that can be 
allocated to Elasticsearch. Organizations with larger, more active deployments produce more 
data, and the amount of memory required to perform efficient searches increases. The 
Elasticsearch maximum heap size is set to 2GB by default but should be set to a larger value as 
the database increases in size. 

A database such as the one used in these tests (475MB to start) result in Postgres consuming 
less than 1GB of RAM during steady-state operation. Larger databases require more memory in 
order for Postgres to run efficiently. 

The Resilient Scripting process required less than 250MB of RAM during steady-state operation 
when these benchmarks ran. 

See the Troubleshooting section for information on how to tune the Resilient platform and 
Elasticsearch heap size. 
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 Memory Recommendations 

In addition to the turning guidelines below, administrators should expect Postgres to consume up 
to 1.6GB of RAM, and the Resilient Scripting process to use 250MB. Remaining memory is used 
by the operating system and other processes. 

Typical Workload 

Org Size (users) Overall RAM Resilient Max Heap Elasticsearch Max Heap 

1-50 8GB 3GB 2GB 

51-100 8GB 3GB 2GB 

101-150 8GB 3GB 2GB 

151-200 16GB 8GB 3GB 

201-250 16GB 8GB 3GB 

 

 

Large Workload 

Org Size (users) Overall RAM Resilient Max Heap Elasticsearch Max Heap 

1-50 8GB 3GB 2GB 

51-100 8GB 3GB 2GB 

101-150 8GB 3GB 2GB 

151-200 16GB 8GB 3GB 

201-250 16GB 8GB 3GB 

 

 

Extra-Large Workload 

Org Size (users) Overall RAM Resilient Max Heap Elasticsearch Max Heap 

1-50 8GB 3GB 2GB 

51-100 16GB 8GB 3GB 

101-150 16GB 8GB 3GB 

151-200 24GB 16GB 3GB 

201-250 24GB 16GB 3GB 
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4.4. Disk I/O 

Disk utilization was minimal during these simulations, and disk queue length generally averaged 
less than 0.1 during all tests, with occasional spikes up to 2. Disk writes averaged about 15/sec 
during the 250-user, Extra-Large workload test, with a range of 8-40. 

 

Disk writes/sec – 250 Users – Extra-Large Workload 

 

4.5. Disk Space 

Simulations using the Typical workload resulted in each user consuming the equivalent of 300MB 
of disk space per year. For the Large and Extra-Large workloads, administrators should expect 
each user to consume an additional 500MB and 700MB of disk space per year, respectively. 

It is important to note that disk space can vary substantially, depending on workload. For 
example, an organization that relies heavily on attachments would consume disk space at a much 
greater rate than one that does not utilize on attachments, such as simulated here. Administrators 
should make sure to account for this when configuring storage size. 

 

Users Additional Disk Consumed/Year 

 Typical Workload Large Workload Extra-Large Workload 

1-50 up to 15GB up to 25GB up to 35GB 

51-100 up to 30GB up to 50GB up to 70GB 

101-150 up to 45GB up to 75GB up to 105GB 

151-200 up to 60GB up to 100GB up to 140GB 

201-250 up to 75GB up to 125GB up to 175GB 
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4.6. Network I/O 

As the number of users increased, so did the number of bytes transferred, regardless of the 
workload. Bytes transferred remained linear throughout each test, provided that there were no 
resource bottlenecks. 

The chart below displays the number of KB received/sec by the server at each data point during 
the Typical workload simulation. This simulation generated an average of slightly less than 
4KB/sec per user. Results for KB sent/sec were similar. 

 

KB Received/Sec – Typical Workload 
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4.7. Workload Distribution 

The table below displays the number of requests that were sent by the Typical workload during 
the 8-hour period after all users were ramped up, as well as the request distribution. The 
distribution of requests was similar to the distribution that many customers generate. Requests 
generated by the Large and Extra-Large workloads were 2x and 3x, respectively, of the Typical 
workload values. 

Much of the workload consisted of polling that occurs as users read existing incidents. The 
number of PUT and POST requests were relatively small compared to the GET requests 
generated by polling, but were generally much more expensive in terms of resource utilization. 

 Request Distribution – Typical Workload 

Request (/rest/orgs/<org_id>...) % 1 50 100 150 200 250 

GET /incidents/<incident_id> 23.3% 290 13,158 26,391 39,597 52,605 65,556 

GET /incidents/<incident_id>/newsfeed 15.0% 188 8,467 16,989 25,478 33,852 42,187 

POST /incidents/<incident_id>/comments/query 13.1% 164 7,409 14,842 22,276 29,589 36,869 

GET /notifications/info 6.9% 90 3,876 7,805 11,719 15,566 19,401 

GET / 6.5% 87 3,634 7,307 10,961 14,547 18,163 

GET /incidents/<incident_id>/tasktree 6.3% 76 3,606 7,178 10,765 14,164 17,656 

GET /incidents/<incident_id>/related_ex 2.0% 25 1,121 2,260 3,382 4,486 5,596 

GET /incidents/<incident_id>/attachments 1.7% 24 946 1,949 2,891 3,832 4,800 

PUT /incidents/drafts/<draft_id> 1.7% 21 943 1,905 2,852 3,776 4,710 

GET /types 1.5% 20 823 1,661 2,498 3,314 4,131 

GET /rest/orgs/<org_id>/ 1.5% 20 823 1,660 2,498 3,314 4,131 

GET /users 1.5% 20 823 1,660 2,498 3,314 4,131 

GET /rest/const 1.5% 20 823 1,660 2,498 3,314 4,131 

GET /layouts 1.5% 20 823 1,660 2,498 3,314 4,131 

GET /phases 1.5% 20 823 1,660 2,498 3,314 4,131 

GET /session 1.3% 17 705 1,421 2,137 2,835 3,531 

POST / 1.3% 17 705 1,421 2,135 2,834 3,531 

GET /tasks/due_soon 1.3% 17 705 1,420 2,135 2,824 3,531 

GET /newsfeed 1.3% 17 705 1,420 2,135 2,823 3,531 

GET /tasks/<task_id>/instructions 0.4% 4 221 447 680 896 1,104 

GET /tasks/<task_id> 0.4% 4 221 447 680 896 1,104 

PUT /tasks/<task_id> 0.4% 4 221 447 680 896 1,104 

POST /incidents/<incident_id>/artifacts 0.3% 3 175 355 530 710 886 
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Request (/rest/orgs/<org_id>...) % 1 50 100 150 200 250 

GET /incidents/<incident_id>/artifacts 0.3% 3 175 355 530 710 886 

POST /incidents/<incident_id>/comments 0.3% 3 173 345 520 694 870 

POST /incidents 0.2% 3 118 245 363 480 600 

POST /incidents/drafts 0.2% 3 118 240 363 480 600 

GET /artifact_types 0.2% 3 118 240 363 480 600 

 Requests Per Second (RPS) 

The number of requests per second generated by each user was linear for each workload. The 
table and chart below display the RPS for each workload at each data point.  

Requests Per Second 

Users Typical Large Extra-Large 

50 2.4 3.9 5.4 

100 4.6 7.8 11.0 

150 7.0 11.7 16.4 

200 9.3 15.6 21.8 

250 11.7 19.4 27.3 

 

 
 

There was a strong correlation between the number of requests/sec and the number of CPU 
cores required to keep response time constant. KPI measurements indicated that for every 
increment of 5 RPS, another 2 cores were required to maintain acceptable response times. 
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5. Conclusion 
An organization that sends requests with a distribution similar to the Typical workload can support 
up to 100 users on the minimum recommended configuration (2 CPUs, 8GB RAM, 100 GB disk) 
without being at a significant risk of a performance bottleneck. As the number of users and/or 
frequency of requests increases, so does the response time. If response time degrades to 
undesirable levels, administrators can add CPUs and/or memory to bring response time back to 
expected levels, using this document as a guideline.  

Variations in workload distribution and/or frequency affect resource utilization. Some requests are 
more resource-intensive than others, so resource utilization is not only dependent on number of 
users or requests, but also on the types of requests that are being sent to the server. As such, 
administrators should expect to use the information provided as a starting point, continually 
monitor performance, and adjust resources as necessary. 
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6. Troubleshooting 

6.1. CPU Bottlenecks 

CPU bottlenecks are relatively easy to diagnose with tools such as “top” or “vmstat.” For example, 
an administrator can run “top” and sort by CPU time by hitting “P.” Note that by default, “top” 
displays total CPU time for all cores combined, so an administrator needs to divide the CPU value 
that is displayed by the number of cores the system is configured with in order to determine total 
CPU utilization on a scale of 0-100%. 

Ideally, steady-state CPU utilization should be less than 30%. Administrators should add CPU 
cores to any system that is running at 70% or greater during steady-state to maintain acceptable 
response times and reduce the risk of significant performance problems. 

6.2. Resilient Heap Tuning 

Resilient heap usage can be analyzed by leveraging the Resilient monitoring log (monitoring.log), 
located in /usr/share/co3/logs. How you analyze the monitoring log differs between versions 28 
and 29. 

For the V28 Resilient platform, you can perform the following: 

 Open monitoring.log and look for entries that contain “PS Old Gen.”  

These log entries let you know whether the heap’s Old Generation is “still expandable” or 
“fully expanded.” In a healthy system, the Old Generation is listed as “still expandable.”  

If you see log entries indicating the Old Generation is “fully expanded,” it indicates that the 
Resilient heap is filling up and garbage collection is taking place more frequently than 
desired. In this state, users notice a degradation in response time as their requests are 
queued up while waiting for the garbage collector to run. 

 You can compute garbage collection time as a percentage of Resilient JVM uptime. In the 
monitoring log, find the log entries that display “JVM Uptime” as well as those that display 
“Total Time Spent on GCs.” On a healthy system, that ratio is typically below 1%. Anything 
greater than 5% is a sign that you are running low on Resilient heap space. 

For the V29 Resilient platform, you can perform the following: 

1. Open /usr/share/co3/logs/monitoring.log and search for the most recent value of “Total Time 
Spent on GCs.” 

2. Note this value and exit the log. 

3. Run the following command to determine when the Resilient JVM was started. 

ls -ld /proc/$(ps -ef | grep resilient-tomcat | awk '{print $1 " " 

$2}' | grep co3 | awk '{print $2}') 

4. Use the result to calculate the amount of time, in ms, that the JVM has been running for. 

5. Divide the amount of time spent on GCs from step 1 by the JVM uptime you calculated in 
step 4. Typically, this value should be less than 1%. Anything greater than 5% is a sign that 
you are running low on Resilient heap space. 
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Regardless of the platform version, you can increase the Resilient JVM heap size as follows: 

1. Save a copy of /usr/share/co3/bin/jvmenv.sh. 

2. Edit jvmenv.sh. 

 Make sure the entry for “JavaMaxHeap” is no longer commented out 

 Increase the max JVM heap size to the value you’d like (value is in MB, e.g. 4096 
is 4GB) 

 Save and close. 

3. Restart the Resilient service. 

 If the Resilient platform is on a Debian platform, use: 

sudo service resilient restart 

 If the Resilient platform is on a RHEL platform, use: 

sudo systemctl restart resilient.service 

4. Verify that the new max heap size is in effect 

ps –ef | grep catalina | grep Xmx 

Depending on the size increase, you should consider adding RAM to the system as a whole at 
the same time you increase Resilient max heap size in order to leave memory for the OS and 
other processes. 

Increasing the max heap size by too much could actually degrade performance, as the larger the 
heap, the more time it takes for the garbage collector to run. There is a fine line between 
allocating enough heap to prevent the Old Generation from filling up while not making the heap 
so large that the garbage collector has a negative effect on response time. 
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6.3. Elasticsearch Heap Tuning 

Elasticsearch requires 1-2GB of heap for the majority of Resilient installations. The maximum 
heap size for Elasticsearch in the default Resilient configuration is set to 2GB. Installations with a 
large number of users or very heavy usage benefit from additional system memory, and in these 
cases increasing the max size from 2GB to 3GB or 4GB is recommended. 

Recommendations for max Elasticsearch heap size are as follows: 

Memory Installed Elasticsearch Max Heap 

Less than 16GB 2GB (default) 

16GB -32GB 3GB 

More than 32GB 4GB 

 

To change the heap size for Elasticsearch: 

1. Save a copy of /etc/elasticsearch/jvm.options. 

2. Edit jvm.options: 

Search for the section entitled “JVM heap size” and modify both the -Xms and -Xmx settings, 
which represent the initial (min) and max heap sizes, respectively. Both values are set to 2GB 
by default, and Elasticsearch recommends that they remain equal. To set the Elasticsearch 
heap size from 2GB to 3GB, change “-Xms2g” and “-Xmx2g” to “-Xms3g” and “-Xmx3g,” 
respectively. 

3. Restart Elasticsearch 

 If the Resilient platform is on a Debian platform, use: 

  sudo service elasticsearch restart 

 If the Resilient platform is on a RHEL platform, use: 

sudo systemctl restart elasticsearch 
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7. References 
The following references provide additional information: 

 IBM Resilient Customer Success Hub (account required) 

https://success.resilientsystems.com/hc/en-us 

 Elasticsearch Heap Sizing 

https://www.elastic.co/guide/en/elasticsearch/guide/current/heap-sizing.html 

 PostgreSQL Tuning 

https://wiki.postgresql.org/wiki/Tuning_Your_PostgreSQL_Server 

 Apache JMeter 

http://jmeter.apache.org/ 

 InfluxData - InfluxDB 

https://www.influxdata.com/ 

 InfluxData – Telegraf 

https://www.influxdata.com/time-series-platform/telegraf/ 

 Grafana Labs – Grafana 

https://grafana.com/ 
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