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Objectives and Scope 

• To estimate the performance of HPC applications on the cloud, in order to 
determine with certain confidence, if these applications will run with 
acceptable performance on clouds.  
 

• For this reason, we have proposed in this work a simple model for 
representing the execution of a message passing program (MPI) on the 
cloud.  
 

• Work-in-progress for evaluating the performance of the standard HPC 
SPECMPI benchmark on a private, dedicated, cloud system, and compare 
the virtualised performance with native execution, using the same 
underlying physical machines.  
 
 
 
 



Performance Model 

• We consider the MPI program to have a fixed number of cycles; each cycle 
is a sequence of computations that ends with a communication operation. 
When running on a number ‘N’ of processes, the cycles are distributed 
uniformly over the processes.   

• The queueing network models the execution of a single cycle; a job 
represents a process. 

• The system models the underlying physical cloud server. 
• For this initial work we consider a simple two-node cluster system. A 

cluster contains a CPU and a network device (NET).  
• A virtual machine is provisioned on a particular cluster, and its jobs 

(processes) are bound to that cluster. Therefore, a job will start its 
executing cycle by visiting the corresponding cluster.  
 
 



Closed-queueing network system for modelling the 
execution of an MPI program on the cloud 



Model Formulation 



Model Formulation (cont.) 



 
Results and Discussion 
Predicted vs. Actual performance for both physical  and virtual machines executions. 
A strong correlation of r2 of 0.8 for all considered results using our model.  
  
 
 



Conclusion and Future Work 

• In this paper we propose an analytical performance model for 
predicting the performance of high performance MPI applications on 
the cloud.  

• The results show a promising correlation between the predicted and 
actual measured execution times.  

• The model can potentially be used to assess the cost of resource 
consolidation on the performance of the cloud.  

• Future work will include studying the scalability of the model across 
many benchmarks and many nodes. Moreover, we need to extend the 
model to account for interference with other workloads on the cloud.   


