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Executive Snapshot: DX Drives Need for Higher Data Availability, Influencing
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SITUATION OVERVIEW
As information technology (IT) organizations undergo digital transformation (DX), maintaining high
levels of data availability is becoming more important. DX is the profound transformation of business
and organizational activities, processes, competencies, and models to fully leverage evolving digital
technologies and their impact across society in a strategic manner. The need for increased data
availability, coupled with the continued high data growth rates in organizations of all sizes, is among
many factors that drive the need for an IT transformation (ITX) during DX projects. ITX is about
modernizing IT infrastructure to meet the evolving performance, availability, scalability, agility, and
management requirements of the data-centric model that will increasingly come to dominate the
business practices of successful companies.
In research published in Trends in Enterprise Storage Availability Management (IDC #US44649819,
January 2019), IDC explored issues associated with server and storage availability. In this IDC
Perspective, we focus specifically on organizational targets for workload availability and how well
enterprises are performing to those goals. 95.8% of surveyed enterprises have at least two explicitly
defined "availability tiers" and are managing workloads placed in those tiers to specific uptime
requirements. The use of recovery point objective (RPO) and recovery time objective (RTO) dominates
the availability metrics used (60.3%), but the use of "wall-time metrics" also ranked high in our survey
results. 31.6% of surveyed enterprises were defining a tier by the number of "nines" the tier was
targeted at (i.e., 99.999%, or "five-nines," equates to slightly more than 5 minutes of downtime per
year) and 8.1% of surveyed enterprises were using a somewhat more reactive approach that took both
planned and unplanned (actual) downtime into account.
Most IT organizations had two "availability tiers" defined, although 36.1% had three or more tiers. The
two terms in broadest usage for these tiers were "mission-critical" (for the highest availability tier) and
"business critical" (for the next highest availability tier). The use of on-premise infrastructure dominated
with mission-critical workloads, split between 35.8% using traditional "owned" infrastructure, 33.2%
using on-premise infrastructure paid for through a storage utility model, and 24.3% using an onpremise private cloud (defined in terms of how resources were accessed, how easy it is to provision
and scale, and a self-service orientation). Only a very small percentage of IT organizations (2.0%)
were using public cloud for workloads they considered mission-critical.
IT organizations used a number of different tools to achieve high availability for their mission-critical
tier. Cloud-based backup led the list, with 44.1% using it to provide backup and/or disaster recovery for
these workloads, followed by traditional backup software for on-premise targets (41.3%), backup
software with application-specific snapshot integration (34.4%), and the use of hyperconverged
infrastructure with integrated data protection and object storage (as a backup repository) tied at 27.7%.
Cloud-based backup targets and traditional backup software led the list for how organizations protect
their business-critical workloads as well.

Note: All numbers in this document may not be exact due to rounding.

Defining Availability Goals
Definitions of downtime varied in the survey. 38.5% of IT organizations defined "downtime" as the
failure of an IT resource (e.g., server, storage, network), which could impact but not necessarily
remove application access, whereas 29.1% defined it as an entire application failing. When asked
about the causes of failure, surveyed organizations indicated that the network was the most frequent

©2019 IDC

#US44938919

2

culprit (16.2%), followed by servers (15.4%), malware (10.3%), and complexity (10.1%). Storage
ranked only fifth as a cause of failures, at 9.8% (see Figure 2).

FIGURE 2
Causes of Application Downtime

n = 358
Base = all respondents
Notes:
This survey is managed by IDC's Quantitative Research Group.
Data is not weighted.
Use caution when interpreting small sample sizes.
Source: IDC's Server and Storage Infrastructure Availability Survey, December 2018

There are a number of methods available to protect storage, including not only cloud-based and
traditional backup but also application-specific snapshots, hyperconverged infrastructure with
integrated data protection, object storage (as a repository), purpose-built backup appliances (PBBAs),
synchronous replication, snapshots combined with asynchronous replication, synchronous replication
with stretch clusters, offsite tape vaulting, and local snapshots with no replication. Figure 3 shows how
popular each of these methods are with enterprises.

©2019 IDC

#US44938919

3

FIGURE 3
Storage Protection Methods in Use

n = 358
Base = all respondents
Notes:
This survey is managed by IDC's Quantitative Research Group.
Data is not weighted.
Use caution when interpreting small sample sizes.
Multiple responses were allowed.
Source: IDC's Server and Storage Infrastructure Availability Survey, December 2018

Surveyed organizations indicated that 57.8% considered at least 26% of their workloads missioncritical, and 75.9% were managing their environments to at least "four-nines" (less than 1 hour) of
downtime per year. 34.6% were managing that tier to "five-nines" (slightly more than 5 minutes) of
downtime per year (see Figure 4).
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FIGURE 4
Availability Goals for Mission-Critical Workloads

n = 358
Base = all respondents
Notes:
This survey is managed by IDC's Quantitative Research Group.
Data is not weighted.
Use caution when interpreting small sample sizes.
Source: IDC's Server and Storage Infrastructure Availability Survey, December 2018

These organizations also indicated that 58.9% of them manage their mission-critical workloads to
RPOs of less than 1 hour, and 31.0% of them manage to RPOs of less than 30 minutes. In terms of
RTOs, 39.6% of them manage their mission-critical workloads to RTOs of less than 30 minutes, and
17.0% manage to RTOs of less than 15 minutes. Snapshot backups and local synchronous replication
were in broader use among those with more stringent RPOs and RTOs (see Figures 5 and 6).
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FIGURE 5
RPO Goals for Mission-Critical Workloads

n = 358
Base = all respondents
Notes:
This survey is managed by IDC's Quantitative Research Group.
Data is not weighted.
Use caution when interpreting small sample sizes.
Source: IDC's Server and Storage Infrastructure Availability Survey, December 2018
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FIGURE 6
RTO Goals for Mission-Critical Workloads

n = 358
Base = all respondents
Notes:
This survey is managed by IDC's Quantitative Research Group.
Data is not weighted.
Use caution when interpreting small sample sizes.
Source: IDC's Server and Storage Infrastructure Availability Survey, December 2018

Measuring Achieved Availability
Organizations performed well in terms of meeting their defined availability requirements. No
organizations reported not meeting their own defined requirements, and 76.0% of survey respondents
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provided "four-nines" of availability or greater for their mission-critical workloads. 64.9% of
organizations were meeting "four-nines" (33.2%) or "five-nines" (31.7%) of availability (see Figure 7).
This is noticeably higher than even five years ago, although metrics collected by IDC in 2013 did not
map exactly to the questions asked in this survey.

FIGURE 7
Achieved On-Premise Workload Availability: Mission-Critical

n = 334
Base = respondents indicated organizations have highest availability tier hosted on-premise infrastructure
Notes:
This survey is managed by IDC's Quantitative Research Group.
Data is not weighted.
Use caution when interpreting small sample sizes.
Source: IDC's Server and Storage Infrastructure Availability Survey, December 2018

Even for workloads defined as business critical (or "next highest tier"), the achieved availability of
workloads was impressive. 23.6% of organizations achieved "three-nines" (just shy of 9 hours per
year) of downtime per year, 33.6% achieved "four-nines," and even 27.5% achieved "five-nines" (see
Figure 8). In certain cases, administrators mixed mission- and business-critical workloads on the same
storage platform, relying on granularly configurable enterprise-class data services to configure
applications for the desired levels of availability, and this could account for the seemingly high levels of
availability achieved even for business-critical workloads. Other organizations pursued a strategy that
configured a storage platform for a certain level of availability and placed only workloads defined as
requiring that level on that platform. Strategies varied based on platform configurability, performance
concerns (i.e., noisy neighbor), and regulatory and organizational constraints.
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FIGURE 8
Achieved On-Premise Workload Availability: Business Critical

n = 280
Base = respondents indicated organizations have more than one on-premise infrastructure
Notes:
This survey is managed by IDC's Quantitative Research Group.
Data is not weighted.
Use caution when interpreting small sample sizes.
Source: IDC's Server and Storage Infrastructure Availability Survey, December 2018

Very few of the respondents were running workloads deemed mission-critical in the cloud (2.0%), but
they nonetheless provided availability statistics for them. While public cloud providers will generally not
provide "availability" guarantees that will exceed "four-nines," it was interesting to note that cloud
workloads were in fact achieving very good levels of availability. 55.8% of the respondents were
achieving at least "five-nines" availability (see Figure 9). Annual uptime statistics for cloud-based
workloads are very sensitive to even a single downtime event, which can on occasion last many hours.
Respondents noted that the high availability demonstrated in this survey was not something they could
consistently depend on year in and year out, although they certainly appreciated good recent
availability statistics for their cloud-based services. Major public cloud providers, when they will offer a
guaranteed uptime contract, generally will not exceed "four-nines" availability.
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FIGURE 9
Achieved Cloud-Based Workload Availability

n = 111
Base = respondents indicated organizations have on-premise/off-premise private/public cloud
Notes:
This survey is managed by IDC's Quantitative Research Group.
Data is not weighted.
Use caution when interpreting small sample sizes.
Source: IDC's Server and Storage Infrastructure Availability Survey, December 2018

There is no doubt that data availability requirements are slowly increasing, driven in large part by the
increasingly strategic role data is taking on in today's digitally transformed (and transforming)
businesses. For on-premise workloads (which is where most of the mission-critical workloads are
hosted), that translates directly into a need for higher storage availability. The survey found that while
for some the costs incurred to meet on-premise availability requirements have remained stable
(24.9%), 44.9% of the respondents have seen a decrease and 30.2% of the respondents have seen an
increase.

ADVICE FOR THE TECHNOLOGY BUYER


In companies where data is becoming an increasingly strategic asset, steps should be taken to
ensure that data can be captured, protected, recovered, and safely shared to meet evolving
requirements. If the storage infrastructure will be relied on to provide high availability, consider
using the many features available in most enterprise-class storage systems to balance
workload-specific requirements for performance, security, availability, and cost. Configure a
"defense in depth" approach leveraging tools like erasure coding and/or RAID, snapshots,
replication, backup, transparent network failover, nondisruptive upgrades, and object and
cloud-based backup repositories. Ensure that any new storage platforms being considered
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have been evaluated in terms of their ability to meet your own evolving data availability
requirements.


While historically most applications relied on the underlying storage infrastructure to meet
availability requirements, most next-generation applications (NGAs) are designed to handle
that themselves. NGAs tend to be characterized by scale-out, software-defined designs
featuring distributed architectures and running on commodity off-the-shelf (COTS) hardware,
and they are often custom built by IT organizations to service mobile computing, social media,
big data analytics, artificial intelligence and machine learning, cloud, and other newer
workloads. These systems leverage software-based features like erasure coding, clustering,
and replication to provide high levels of availability. When relying on an application to ensure
availability, it is important to understand exactly what is happening underneath the covers so
that there are no surprises, particularly when that application has been designed and is
managed by a third party (like a cloud provider).



Most mission-critical workloads are maintained in on-premise infrastructure where
administrators can configure systems and applications to meet higher availability levels than
can be guaranteed in public cloud environments. Recent research by IDC notes that the
reasons enterprises give for choosing to deploy a workload in an on-premise location can
include performance, availability, and regulatory or compliance requirements and IT
governance issues. Outside of those reasons, many enterprises are looking to minimize onpremise IT infrastructure requirements where they can by moving workloads (or deploying new
ones) in the public cloud. Note, however, that public cloud providers' willingness to guarantee
"four-nines" availability would meet 65.3% of what survey respondents defined as "missioncritical."



Although the topic was not explored in this survey, many enterprises undergoing ITX efforts
are consciously trying to streamline operations by, at least in part, consolidating workloads
onto fewer storage platforms. Increasing workload density can raise concerns about domain
size failure, so organizations doing this must understand the impact of different types of
failures on their ability to provide application services in the aggregate. This could be another
factor that is driving availability requirements ever higher.

LEARN MORE

Related Research


Trends in Enterprise Storage Availability Management (IDC #US44649819, January 2019)

Synopsis
This IDC Perspective reviews how storage and data availability requirements are on the rise, focusing
in particular on what this has meant for availability targets set by enterprises and how well
organizations are performing in meeting those targets. Survey results collected in December 2018 are
used to shed light on how enterprises define and measure availability, what methods they're using to
protect their applications and data, and also any location dependencies associated with defined
availability tiers (noncloud, private cloud, public cloud).
"As enterprises evolve to new, more data-centric business models where data is a key strategic
resource, data availability requirements are on the rise," said Eric Burgener, research vice president,
Infrastructure Systems, Platforms and Technologies Group. "More workloads are deemed missioncritical than in the past, and more stringent recovery point and recovery time objectives are being
established to help organizations manage to the higher levels of availability required."
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