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1 Introduction
1.1 Purpose of Document
This document is intended to be used as a technical reference by IT professionals who are defining and
deploying solutions for genomics processing. This document describes the architecture for the IBM Data
Engine for Genomics along with a related reference design that complies with the architecture. The
architecture is intended to serve as a guide for designs. The reference design is intended to provide a
useful example configuration that can be used to more easily construct suitable designs for specific
deployments.

1.2 Document Content and Organization
The core content of this document consists of an architecture and a reference design for this genomics
processing solution. This document provides context and background by beginning with a review of the
objectives, scope, and requirements that apply to the solution. The architecture proper follows with an
outline of key concepts, followed by a presentation of the architecture that is considered from two views:
an application view and an infrastructure view. Finally, a reference design is presented that conforms
to the architecture.

1.2.1 Architecture vs. Design
Within this document, a relevant distinction is made between architecture and design.

1.2.1.1 Architecture
“Architecture” in this document and context refers to key concepts, components, roles and
responsibilities, models, structures, boundaries, and rules, which are intended to guide and govern
designs for the solution and the components that comprise the solution.
Consistent with a good architecture, the elements included in the architecture are intended to
remain largely intact and relatively stable over time (as compared to underlying designs). For
components that are not compliant, the architecture provides the direction toward which these
components should evolve. For components that are compliant, the architecture provides the
boundaries within which designs can further evolve, improve, and otherwise achieve various goals.
It is a goal of the architecture to supply the right balance of prescriptiveness (to help ensure success
and goals are achieved) and latitude (to allow designers and developers as many degrees of
freedom as possible).
Throughout the architecture, references to preferred/recommended design selections are sometimes
included for clarity and convenience, but these should not be considered as restrictive.

1.2.1.2 Design
"Design" represents a fairly specific description of a solution that is sufficient to allow the solution
to be realized. For this solution, the reference design in this document describes the specific
components and elements that comprise the solution or variations of the solution, and how these
are to be interconnected, integrated, and configured.
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1.2.2 Key Influences
This version of this architecture was significantly influenced by preceding related work. Specifically,
the IBM Reference Architecture for Genomics (formerly known as PowerGene) [4] [6], the IBM
Platform Computing Reference Architecture and Best Practices [2], and the IBM Solution for
Genomic Workflow Acceleration – Power Systems Edition Version 2.0 [3]. To the extent possible,
consistency in form and terminology was maintained from those works, and this architecture
document bridges to those works as appropriate.

1.3 References
[1] IBM. (2014). Advancing life sciences with the IBM reference architecture for genomics. IBM
Systems and Technology Solution Brief. Retrieved from
http://public.dhe.ibm.com/common/ssi/ecm/en/dcs03062usen/DCS03062USEN.PDF
[2] IBM. (2014, April). IBM Platform Computing Solutions Reference Architectures and Best Practices.
IBM Redbook. Retrieved from http://www.redbooks.ibm.com/abstracts/sg248169.html
[3] IBM. (2014, May). IBM Solution for Genomic Workflow Acceleration – Power Systems Edition
Version 2.0. IBM Reference Architecture. Retrieved from
http://www-01.ibm.com/common/ssi/cgi-bin/ssialias?subtype=WH&infotype=SA&appname=ST
GE_DC_ZQ_USEN&htmlfid=DCL12386USEN&attachment=DCL12386USEN.PDF#loaded
[4] Lee, Frank. (2014, August). IBM Reference Architecture for Genomics Brings Power to Research.
IBM Systems Magazine. Retrieved from
http://www.ibmsystemsmag.com/power/trends/ibmresearch/reference-architecturegenomics/?page=1
[5] Lab7 Systems. (2015, April). BioBuilds 2015.04, Open Source Bioinformatics Tools for Genomics
Pre-built for Linux on Both x86 and IBM Power Systems Platforms. Web Site. Retrieved from
https://biobuilds.org/
[6] Lee, Frank, et al. (2015, May). IBM Reference Architecture for Genomics. IBM Redpaper.
Retrieved from http://www.redbooks.ibm.com/abstracts/redp5210.html
[7] IBM. (2015, July). IBM Data Engine for Analytics – Power Systems Edition Version 1.5. IBM
System Reference Guide. Retrieved from http://www-01.ibm.com/common/ssi/cgibin/ssialias?infotype=SA&subtype=WH&htmlfid=DCL12396USEN
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2 Objective
The objective of this architecture and reference design is to provide a guide for those designing systems to
accomplish a genomic processing solution, specifically, genomic sequencing (next-generation
sequencing) and related processing. Primary users of such a system are genomics researchers and
clinicians who do not necessarily possess deep IT skills. Primary administrators are those who manage
and maintain the infrastructure, and those who manage and maintain the applications and job flows that
are used by the primary users. Primary client organizations are universities, hospitals, and medical
centers.

2.1 Scope
2.1.1 Application
The scope of the solution outlined in this architecture is data analysis for genomics. Many elements of
this architecture are more general, however, and the solution outlined can be used for other application
spaces, but the context of the material in this document is genomics processing. With respect to
applications, the intent is to support a wide variety of genomic application suites, including those
which are widely available (e.g. GATK, SAMTools, BWA) as well as custom applications.

2.1.2 Infrastructure
The scope of the infrastructure covered by this document includes all of the hardware -- servers,
storage, and network --, and all of the system software, firmware, and middleware that are necessary to
maintain the operation of the system and support execution of the applications.
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3 Requirements
This section contains the requirements that apply to this solution. The following list is intended to be as
complete as possible, including requirements that are not, or may not be, satisfied in this version of the
architecture and reference design. This helps to ensure a fuller and more complete representation of the
requirements that apply in general. Requirements that are not addressed directly by this revision are
marked as [deferred].
The solution must:
1. Provide a solution that supports a variety of applications and application providers, including
open source and ISVs.
2. Include workflow and job flow support (such that individual applications can be easily combined
into meaningful, automated flows that accomplish larger tasks).
3. Provide efficient use of system resources. Optimizing throughput and utilization are prioritized
over optimizing response time and other interactive factors.
4. Provide high performance.
5. Provide competitive price-performance.
6. Provide high scalability. This applies to infrastructure in which the solution must provide the
ability to scale compute, storage/data, and network capacity as needed and desired. It also applies
to the middleware and related software, which must support the infrastructure scale and be
capable of applying these resources to the applications. Scaling is also a requirement for the
applications, but applications are largely provided by ISVs and other third parties, and their
scalability will vary.
7. Support multi-tenancy. The solution must support the ability to concurrently host multiple clients
and multiple users within the same client. All users and clients must be able to submit and run
multiple job flows concurrently. Secure separation between the clients, jobs, and data must be
provided. [deferred]
8. Support multiple clusters. The solution must provide the capability to exploit resources in
multiple clusters. These clusters may be potentially disconnected and otherwise disjoint.
[deferred]
9. Support hybrid cloud operation. The solution must provide the capability to exploit and access
cloud based resources. [deferred]
10. Be easy to install, and set up. This includes infrastructure, platform, and application level
components. In particular, it also includes helping the client install an application suite that the
client obtains from an ISV or other third party source.
11. Be well integrated. The elements of the solution must be configured and connected such that they
form a coherent and well-functioning system.
12. Include a storage/data subsystem that can be conveniently used by upstream and downstream
operations – i.e., operations that create input data for this solution and operations that consume
output data from this solution. The intent is to include a subsystem that can operate as a “data
hub”, which can also be used for the larger ecosystem.
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13. Be easy to manage. Any aspect of the system that requires ongoing management must provide
mechanisms that make the management easy and convenient. Specifically, the solution should
not require specialized or highly skilled administrators for functions that are not inherently
specialized or complex.
14. Be easy to use. Application-level users of the solution must be able to easily and conveniently
access, understand, and interact with the system. Specifically, users must not be required to have
significant IT knowledge or expertise to use the system.
15. Be easy to extend and grow. It is expected that many deployments will begin with a base set-up
of capacity that will need to grow as usage and demand increases. Further, it is a requirement that
most extensions to the system be sufficiently easy to accomplish so that a client’s administrators
can accomplish them without requiring specialized services or consultants.
16. Support self-service job and application access. The solution must support a usage mode in
which users can submit jobs and monitor their progress without intervention by an administrator.
17. Be highly reliable and resilient. This requirement has multiple dimensions, but common
requirements with respect to reliability and resilience generally apply. Specific points:
a. Job completion is a priority. Since jobs can be long-running and operations unattended,
techniques that automatically help a job complete are appropriate. This may include things
like restarting a job, moving a job within the environment, and resubmitting a job.
Performance is an important requirement, but in a recovery scenario, because the nature of the
workloads for this solution is not interactive, tight requirements on fail-over times, response
time, and similar need not be prioritized as highly as other factors.
b. Data integrity and the prevention of data loss are priorities. Data that is handled by this
solution can be large in volume and costly to recreate.
18. Include options for, and accommodate both, Ethernet and InfiniBand network fabrics.
19. Include options for GPU accelerators. [deferred]
20. Accommodate a wide range of system capacities. Specifically:
a. A client must be allowed to select the compute capacity of the solution within a wide range of
limits.
b. A client must be allowed to select the storage capacity of the solution within a wide range of
limits.
c. A client must be allowed to select the network capacity of the solution within a wide range of
limits
d. A client need not be generally prevented from specifying a configuration that may be (or
appear to be) unbalanced or otherwise suboptimal. While this architecture provides guidance
for specifying a “good” configuration, it is the responsibility of the parties that configure a
system to ensure that it meets the client’s requirements for capacity, performance, resilience,
etc.
21. Accommodate a reasonable set of configuration variations. It is recognized that clients have
varying requirements. It is also recognized that clients have varying preferences or policies with
respect to vendors, Linux distributors or similar suppliers, and that they may also have legacy
infrastructure. Specific variations that are recognized as requirements include:
e. A reasonable set of Linux distributions must be supported. The specific set that is chosen will
likely need to accommodate nimble, early adopters (e.g., distributions that rapidly release
support that is relevant to Power) and those who require reliable, long-term support (e.g.,
distributions that have good enterprise characteristics).
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22. Allow integration (use and management) of x86-based compute nodes. Clients who have existing
x86-based clusters, or who secure x86 nodes from other sources, must be able to integrate these
into the solution. [deferred]
23. Support applications and operating systems in little endian format.
24. Accommodate field programmable gate arrays (FGPAs) and coherent accelerator processor
interface (CAPI) accelerators. [deferred]

3.1 Non-requirements
The following items are not requirements. In other words, they need not be part of the solution. These are
listed explicitly for clarity (e.g., to help reduce the need for assumptions) and to assist the reader in
understanding the capabilities of the solution. Note that some non-requirements, and limitations on
requirements, are also included in the requirements section above.
The solution need not:
1. Provide a unified (i.e., “single pane of glass”) management capability.
2. Be manageable by a single administrator.
3. Include big endian support.
4. Accommodate x86-based servers as part of the management subsystem or storage subsystem.
5. Support any particular standards beyond those that are commonly supported within an IT
infrastructure. At an application level, there are several file format standards that are relevant.
These are part of the application suite selection and are generally outside of the scope of this
solution.
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4 Concepts
4.1 Terminology - Common Usage
Several terms are introduced and used through this document. This section contains some of the more
important or relevant of these, along with an initial description of their common/ordinary meaning. Note
that as the architecture is described in the later sections, some of these terms may be used and defined in a
more precise manner to refer to elements of the architecture.

4.1.1 Job
A "job" is some unit of work that a user wishes to accomplish. It is usually accomplished by the
execution of some application, which typically consumes some input data in the form of files, and
produces some output in the form of other files. In genomics processing, there are a variety of file
formats that are consumed and produced by jobs (e.g., FASTQ, BAM, VCF, etc.). The meaning of
"job" can be ambiguous in some documentation. It sometimes refers to a simple, one-step process and
sometimes to a multiple step "flow", both of which can be submitted by Platform Computing
components. It can also be used to refer to both the thing that is submitted or to the thing that is
created when one submits an application template or a flow definition.

4.1.2 Flow
A "flow" or "workflow" is another unit of work that a user wishes to accomplish. It is different from a
job in how it is constructed and how it is processed. A flow is a composite process that has multiple
steps, each of which is essentially a simple job. These steps may be defined to execute sequentially or
in parallel, with conditional triggering/execution and similar advanced features. Flows are particularly
important for genomics processing, as useful processing often requires multiple steps and processing
by a "pipeline" that is defined by a flow.

4.1.3 Cluster
A "cluster" refers to some collection of servers or nodes. It is most often used to refer to the servers
that host the job and flow execution, but some documentation includes the management and storage
nodes as well.

4.1.4 Submit (Jobs and Flows)
Within the Platform Computing components, one can "submit" a job or a flow. The submit processing
takes an application template or a flow definition and creates a job that runs on the cluster.

4.1.5 System
A "system" refers to the totality of elements that forms a solution (hardware, software, servers,
storage, network, etc.).

4.1.6 Provisioning
"Provisioning" refers to the process of changing the state of a node to make it useful, and to fill some
role within the system. Commonly, a component like PCM "provisions" the compute nodes of the
system such that they can be used to host jobs. Such provisioning usually consists of installing
software (operating system (OS), middleware, and/or applications) on the node.
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4.2 Roles
This architecture recognizes the following roles for people that interact with the system.

4.2.1 User
A User submits Jobs and Flows that run on the Cluster. These Jobs and Flows read and write
Application Data. The Application Data that is created is the primary output of interest and the
primary purpose of the solution. A User's primary interface to the system is the Application Center
(PAC).

4.2.2 Application Admin
The Application Admin administers and manages the applications and the application templates and
flow definitions that can be submitted by users for execution. Applications and application suites are
typically obtained from ISVs or other third parties, are installed within the system, and are then made
available to Users as individual Jobs or Flows. The Application Admin primarily uses the Application
Center (PAC) and the Flow Orchestrator (PPM) to create application templates and flow definitions
for the Users.

4.2.3 Resource Admin
The Resource Admin administers and manages the cluster resources from an application point of view
– provisioning the cluster compute nodes properly and making them available to host Jobs and Flows
from Users. The Resource Admin primarily uses the Infrastructure Monitor (within PCM) and the Job
and Flow Monitor (RTM) to accomplish this role.

4.2.4 Infrastructure Admin
The Infrastructure Admin administers and manages the server, storage, network, operating systems,
and system software. In practice, this role may be divided by specialty (e.g., storage administration,
network administration, etc.), but the nature of the role remains similar across specialties.

4.3 Diagrams
Many of the architecture diagrams in the following sections are of either UML or more traditional forms,
and are described below. In this document, both of these diagram forms are used, and some concepts are
presented in both forms to assist readers in understanding the architecture.

4.3.1 UML
UML class diagrams are useful for describing an architecture. The class diagrams that are used to
define this architecture are a more general and somewhat more loosely defined form of those
commonly used in object-oriented related activities (e.g., OOA and OOD). They are, however, very
useful in defining and describing the kinds of elements that exist in the architecture and many of their
relationships. A class diagram provides a representation that is usually more compact and precise, and
one that can more clearly represent the range of possibilities (e.g., multiplicity) that applies to the
architecture. It will be clear that some liberties were taken with the UML notations, but the intent is to
communicate the architecture to the reader as clearly and efficiently as possible.
The elements that are represented in these UML diagrams are all conceptual, representing architectural
elements. The classes do not represent actual software classes, nor do the operations represent actual
methods or functions.
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4.3.2 Traditional
The second form is traditional block diagrams (e.g., component and stack diagrams). These are
routinely less precise and usually less expressive and less complete than class diagrams. However,
block diagrams are often more familiar and intuitive, and they can often represent useful examples and
concepts.
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5 Architecture - Application View
5.1 Elements
The application view within this architecture consists of the following elements.

5.1.1 Applications
Applications consist of the software elements that accomplishes the genomic processing directly.
Within this architecture, these can include any applications or application suites that are relevant to the
particular installation (i.e., this architecture does not prescribe any specific applications or application
suites). These can be individual applications or application suites (e.g., GATK) which accomplish a
variety of operations or which are combined to form more complex flows.

5.1.2 Application Data
Application Data is data that is read or written by the applications. The initial input Application Data
is typically generated by a sequencer (e.g., FASTQ files). This architecture expects all Application
Data to be stored within the Storage Subsystem.

5.1.3 Jobs
A Job is a logical element that is defined within the system as an operation or unit of work that can be
submitted for execution within the Cluster, and which accomplishes some processing that is relevant
to the User. A Job is typically an invocation of a single application (that is defined by an "application
template" within the Platform Computing software). A Job can be directly submitted by a User, or it
can be submitted by the Flow Orchestrator as part of managing the execution of a larger Flow.

5.1.4 Flows
A Flow is a logical element that is defined within the system as an operation or unit of work that can
be submitted for execution within the Cluster, and which accomplishes some processing that is
relevant to the User. A Flow is typically a more complex set of processing than is done by a simple
Job, consisting of multiple steps (defined by a "flow definition" within the Platform Computing
software). The steps may be submitted sequentially, submitted in parallel, or submitted dependent
upon some condition. A Flow can be submitted directly by a User, and the Workflow Engine handles
the submission of the individual steps of the Flow -- sending them to the Workflow Manager for
execution within the Cluster.

5.1.5 Application Center
The Application Center is the software element with which the user interacts to submit jobs and flows,
and to monitor their basic status and progress. This architecture recommends IBM Platform
Application Center (PAC) as the specific Application Center to be used, but alternate components
(e.g., Galaxy, Lab7, etc.) may be used for this function.

5.1.6 Orchestrator
The Orchestrator is a set of functions that accomplish workload and workflow management, and the
scheduling of Jobs within the Cluster.
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5.1.6.1 Workload Manager
The Workload Manager is the software element that manages the execution of individual jobs.
When provided a job to execute (i.e., a job is submitted directly by the User or by the Workflow
Engine), the Workload Manager determines where the job is to execute within the Cluster, and it
initiates the execution in a manner that is consistent with the resources that are available, job
priorities, etc. This architecture requires Platform LSF (LSF) as the specific Workload Manager
to be used for this function.

5.1.6.2 Workflow Engine
The Workflow Engine is the software element that accomplishes the sequencing, monitoring, and
execution of Flows. It submits individual jobs, which are steps in the Flow, to the Workload
Manager in a manner that is consistent with the definition of the Flow -- submitting the jobs in the
proper sequence, and monitoring and triggering the individual jobs based on the Flow design. This
architecture recommends IBM Platform Process Manager (PPM) as the specific Workflow
Engine to be used, but alternate components (e.g., Galaxy, Lab7, etc.) may be used for this
function.

5.1.6.3 Resource Manager
The Resource Manager is the software element that accomplishes the provisioning of the other
nodes (servers) within the system, most importantly, the Management Nodes and the Compute
Nodes. The Resource Manager is most heavily used during the initial installation and
configuration of the system. Provisioning of the Storage Nodes and the Management Nodes is
typically a one-time operation. Provisioning of the Compute Nodes is typically an infrequent
operation as the Compute Nodes can normally be provisioned in a static form that supports a wide
set of applications (Jobs and Flows). This form can also be easily updated and extended without
requiring the nodes to be reprovisioned. This architecture requires IBM Platform Cluster
Manager (PCM) as the specific Resource Manager to be used for this function.
The system may also have a separate, dedicated Resource Managers for various portions of the
system. For example, a Storage Subsystem realized by ESS provides xCAT which may be used as
the Resource Manager for the Storage Subsystem.

5.1.7 Workload Monitor
The Workload Monitor is the software element that provides rich and detailed monitoring of the Jobs
and Flows that are managed by the functions noted above. This architecture requires IBM Platform
RTM (RTM) as the specific Job and Flow Monitor to be used for this function.

5.1.8 Compute Resources
The Compute Resources are computing elements that are used by the Management software to execute
(host) Jobs and Flows.

5.1.9 Data Hub
The Data Hub serves three key functions. It provides:
1. A repository for the primary data in the system.
2. A Shared File System for use by the other elements in the system
3. A data management layer for tiering, moving, and sharing data across different physical
hardware and logical domains.
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5.1.9.1 Shared File System
The Shared File System provides organization for and access to data in the system. The Shared
File System is realized by the Data Hub. It is used by the Compute Resources to access
Application binaries and Application Data. It is also used by Users to access the results from Jobs
and Flows, which are typically stored as files within the Shared File System.
The Shared File System also serves infrastructure level elements (described in later sections),
providing a convenient means to support failover and resilience.
This architecture requires IBM Spectrum Scale (formerly known as IBM General Parallel File
System or GPFS) as the enterprise file system to be used for this function.

5.2 Composition
Figure 1 is a class diagram for the application view within this architecture. This view captures the
primary elements that comprise the system view that a User and the Application Admin encounter.
From a User point of view, the primary access point is the Application Center. From the Application
Center, the User can reference a Catalog of Jobs and Flows that can be submitted, and the User can
submit these for execution. The Application Center uses a set of Orchestrator functions to accomplish the
execution of Jobs and Flows.
The Orchestrator consists of the Workload Manager, the Workflow Engine, and the Resource Managers.
These elements use the Jobs and the Compute Resources of the system to accomplish their tasks.
The Data Hub is a key supporting element. It hosts the Application Data and provides a Shared File
System to the rest of the system.
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Figure 1. Application View - Class Diagram
Figure 2 depicts the composition of primary elements for the application level view in a more traditional
diagram form. The diagram includes the recommended Platform Computing products for the Application
Center (PAC), the Workflow Engine (PPM), Workload Manager (LSF), Resource Managers (PCM or
xCAT), and Workload Monitor (RTM). Much of the User level abstraction (Application Center, Jobs,
Flows, etc.) is provided by these top-level management components.
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Figure 2. Application View - Overview with Recommended Software Elements

5.3 Operations
This section describes two primary operations that are accomplished by a system within this architecture.
The sequences and messages that are outlined below are conceptual and not prescriptive. In other words,
the actual specifics of the interactions between the elements within this architecture are left as design
details for the specific elements that are chosen for a particular design. These operations are described
here to illustrate how the elements within this architecture typically communicate and cooperate to
accomplish a complete operation.

5.3.1 Submit Simple Job
A common operation is to submit a simple job for execution by the system. A sequence diagram for
this operation is depicted in Figure 3. A User initiates this operation through the Application Center
(e.g., PAC). The Application Center passes the request to the Workload Manager (LSF), which selects
appropriate Compute Resource(s) (e.g., job slot(s) on the nodes within a Cluster) and schedules the
Job for execution on the selected Compute Resource(s). To execute, the Job typically invokes an
application that is available to it. The Application typically reads data from and writes data to the Data
Hub. When execution completes, the elements pass completion status back to their callers, and the
Application Center represents the completion status to the User. The User can then access the results
of the Job, which are typically files stored within the Data Hub.
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Figure 3. Sequence Diagram - Submit Simple Job

5.3.2 Submit Flow
Another common operation is to submit a Flow for execution by the system. A sequence diagram for
this operation is depicted in Figure 4. A User initiates this operation through the Application Center
(e.g., PAC). The Application Center passes the request to the Workflow Engine, which submits the
steps in the Flow for execution. Each step in the Flow is essentially a Simple Job that is submitted to
the Workload Manager (LSF) for processing, as described in the section above. When each step in the
Flow completes, the Workflow Engine determines if another step can and should be executed, and, if
so, it initiates that next step. When all of the steps of the Flow are completed (based on the completion
logic), the Workflow Engine passes the completion status to the Application Center, which represents
the completion status to the User. The User can then access the results of the Flow, which are
typically files stored within the Data Hub.

POL03239-USEN-03

© Copyright IBM Corp. 2015-2016

15

Figure 4. Sequence Diagram - Submit Flow
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6 Architecture - Infrastructure View
6.1 Elements
The infrastructure to support the application level view that is described above factors into four primary
subsystems.

6.1.1 Management Subsystem
The Management Subsystem is the collection of logical and physical elements that provide the Job and
Flow management and operations functions. The Management Subsystem consists of a set of
Management Nodes.

6.1.1.1 Management Nodes
The Management Nodes are servers that host the software that accomplishes the job and flow
management and operations. Specifically, they host the Application Center (PAC), Flow
Orchestrator (PPM), Workload Manager (LSF), and the Job and Flow Monitor (RTM). A system
requires at least one Management Server, and it requires at least two to support failover for the
above Platform Computing components1. More than one Management Server can also be included
in the system to provide sufficient compute capacity for larger environments.
Each Management Node has an installation of the Spectrum Scale Client to accomplish its role.

6.1.1.2 Infrastructure Management Nodes
The Infrastructure Management Nodes are servers that host the software that accomplishes the
management of the infrastructure. Specifically, they host the Resource Managers (PCM or xCAT)
and the user interface (UI) for the Storage Subsystem (ESS GUI). A system requires at least one
Infrastructure Management Server, and it requires at least two to support failover of the Resource
Manager (PCM). A system may also have an Infrastructure Management Node dedicated to and
embedded within the Storage Subsystem.
Each Infrastructure Management Node has an installastion of the Spectrum Scale Server to
accomplish its role.

6.1.2 Compute Subsystem
The Compute Subsystem is a collection of elements that provide the Compute Resources for the
system. In general, the Compute Subsystem may be formed in a variety of ways, but the most
common of these is as one or more Clusters (see below). This version of this architecture limits
coverage to Cluster-based Compute Subsystems, but it is relevant to note that other forms are possible,
and future revisions of this architecture are expected to cover these variations.

1

Failover support for IBM Platform Application Center requires IBM HTTP Server to be installed on a
separate x86 server. This separate x86 server is not included in this version of the architecture.
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6.1.2.1 Cluster
A Cluster is a set of Compute Nodes that is used by the Management software to execute Jobs and
Flows. These Compute Nodes may be collected into a single Cluster or they may divided into
multiple Clusters.

6.1.2.2 Compute Nodes
The Compute Nodes are the servers and associated software that are used by the management
software (e.g., Platform Computing software) to execute Jobs. Compute Nodes are collected into
one or more Clusters. The Jobs that run on the Compute Nodes access Applications and
Application Data from the Shared File System that is hosted on the Storage Subsystem -communicating over the Application Network. Each Compute Node has an installation of the
Spectrum Scale Client to access Applications and Application Data.

6.1.3 Storage Subsystem
The Storage Subsystem is the collection of logical and physical elements that provides network
accessible storage and a file system for use by all of the nodes and servers within the system. The
Storage Subsystem realizes the Data Hub and its associated Shared File System. This architecture
recommends that an IBM Elastic Storage System (ESS) be used to realize the Storage Subsystem,
but any subsystem that supports Spectrum Scale may be used.

6.1.3.1 Storage Nodes
The Storage Nodes are servers that are part of the Storage Subsystem. These servers operate as
Spectrum Scale servers. They have locally attached storage, and are typically configured with
redundancy to be highly available. Each Storage Node has an installation of the Spectrum Scale
Server to accomplish its role.

6.1.4 Network Subsystem
The Network Subsystem is the collection of logical networks and the physical elements (e.g., switches,
cables, etc.) that host and realize them. The logical networks are specified by this architecture and
consist of the networks listed below. The collection of switches (and their configurations) that realize
these networks is largely left as a design consideration, with the following constraints:



The Application Network may be Ethernet or InfiniBand.
The other networks (Campus Network, Management Network, Provisioning Networks, and
Service Network) must be Ethernet.

The Application Network is typically a higher speed network that is used to support Application
processing on the Compute Nodes, as well as the related data movement to and from the Storage
Subsystem. Because of this, the switches that support the Application Network are typically distinct
and separate from those that support the other networks. The Application Network switches typically
support 10 Gb or higher data rates, while the balance of the network switches typically require only 1
Gb.
Several networks are defined by this architecture to support communication and movement of data
between its elements.
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6.1.4.1 Campus Network
The Campus Network is the primary path for Users to access the system. Users access the
Application Center (e.g., PAC) over the Campus Network. The Campus Network is also the
default path for movement of data from a sequencer into the system.

6.1.4.2 Management Network
The Management Network is the commonly defined network that is used by administrators or other
privileged persons to access the infrastructure or other elements that are not intended to be
accessible to Users. The Management Network may not be distinct from the Campus Network in
some environments (in other words, the Campus Network may also be used for Management).

6.1.4.3 Provisioning Networks
The Provisioning Networks are private networks that are used by the Resource Managers (PCM or
xCAT) to accomplish the provisioning of nodes within the system and subsequent basic monitoring
of these nodes.

6.1.4.4 Application Network
The Application Network is a (typically) private network that is used to provide higher speed,
higher bandwidth, and/or lower latency communication between the Compute Nodes and the
Storage Nodes, and also between the Compute Nodes themselves. The Application Network may
be Ethernet or InfiniBand.
While the Application Network is typically private, to facilitate the transfer of large amounts of
data into and out of the system, the Application Network may also be bridged directly to other
external (to the system) client networks to provide a more optimal data transmission path.

6.1.4.5 Service Network
The Service Network is a private network that is used to access the management processors of the
servers within the system. Specifically, for servers that are managed by an HMC, this is the private
network that is used by the HMC to connect to the FSPs of those servers. For servers that are not
managed by an HMC, this is the network over which persons or other elements (e.g., PCM) access
the management processors to accomplish operations like power control. Systems with two HMCs
have two Service Networks.

6.1.5 File System Client
The File System Client is the software element that allows a node to access the Shared File System.
This architecture requires Spectrum Scale Client as the specific File System Client.

6.1.6 File System Server
The File System Server is the software element that allows a Storage Node to provide access to the
Shared File System. This architecture requires Spectrum Scale Server as the specific File System
Server.

6.1.7 Linux
Linux is an operating system instance which is installed on all nodes within this architecture. More
specifically, only little endian (LE) Linux instances are recognized. Further, only Ubuntu and Red Hat
Enterprise Linux (little endian) instances are presently supported within this architecture.
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6.1.8 Server
A Server is the virtual or physical element that forms the foundational layer of a node.

6.1.8.1 Virtual Server
A Virtual Server is a virtual element, representing a server, that is hosted by a Virtualizer.

6.1.8.2 Physical Server
A Physical Server is a physical element that provides foundational compute capability for nodes in
the system. IBM POWER8 based servers are the only Physical Servers presently recognized by this
architecture. It is anticipated that support for some x86 servers as Compute Node servers will be
added to a future revision of this architecture.

6.1.9 Virtualizer
A Virtualizer is the software element that runs on a Physical Server that provides the capability to
create and run (host) Virtual Servers. PowerVM and PowerKVM are the Virtualizers that are
presently recognized within this architecture. A Virtualizer is equivalent to a hypervisor in this
system.

6.1.10 Management Processor
A Management Processor is the physical element that is embedded in a Physical Server that provides
service access, power control, and related functions for the Physical Server.

6.1.11 Management Console
A Management Console is a standalone device that is used to manage Power-based servers. It
accesses the Physical Servers through their Management Processors (FSPs for current generation
Power servers). This architecture requires an IBM Hardware Management Console (HMC) to be used
as the Management Console (if present).

6.2 Composition
Figure 5 depicts the class diagram for the full infrastructure. Details are more legible in additional
diagrams, which follow, but Figure 5 illustrates an overview of how the elements factor into the four
distinct subsystems. Three of these, the Management, Compute, and Storage Subsystems, contain and
directly support (host, realize, etc.) elements in the application view. The Network Subsystem provides
the network infrastructure that is used by the other three subsystems, and is used to interconnect those
subsystems and their elements.
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Figure 5. Infrastructure View - Class Diagram - All Subsystems

6.2.1 Management
Figure 6 depicts a subset of the infrastructure class diagram that is focused on the Management
Subsystem. The Management Subsystem hosts the application level software components that are
used by Users, Application Admins, and Resource Admins. The Management Subsystem includes one
or more Management Nodes and an optional Management Console. Each Management Node is
constructed from a Server (Physical or Virtual) with a Linux OS and a File System Client.
The application level management software components, Application Center, Workload Manager,
Workflow Engine, Resource Managers, and Workload Monitor, may be distributed across the
Management Nodes in a variety of ways. Further, there may be more than one instance of each
software component hosted, thereby providing failover and back-up capabilities to the system.
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6.2.1.1 Network Connections for Management
Each Management Node has an OS level connection to several (perhaps all) of the networks in the
Network Subsystem. One or more Management Nodes have a Campus Network connection, which
is used by Users to access the Application Center. All of the Management Nodes have a
Management Network connection for Application Admin, Resource Admin, and/or Infrastructure
Admin use. Typically, only the Management Nodes have connections to these "public" (external to
the system) networks -- i.e., the Campus Network and the Management Network.
Each Management Node has a Provisioning Network connection. A Resource Manager, which is
hosted on one or more Management Nodes, uses this connection to accomplish the provisioning of
other nodes. The other nodes use this connection to be provisioned by a Resource Manager.
Each Management Node has an Application Network connection. The management software uses
this connection to communicate with the Compute Nodes when submitting Jobs or obtaining status
for Jobs.
A Management Node that hosts a Resource Manager has an OS level connection to the Service
Network. The Resource Manager uses this connection to accomplish operations that must be
routed to/through the Management Processor of a node, (e.g., power control as part of a
provisioning process or access to a remote console on the node).
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Figure 6. Infrastructure View - Class Diagram - Management Subsystem Focus
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6.2.2 Compute
Figure 7 depicts a subset of the infrastructure class diagram that is focused on the Compute
Subsystem. The Compute Subsystem consists of one or more Compute Nodes, which are used by the
management software to execute Jobs. Each Compute Node is constructed from a Server (Physical or
Virtual) with a Linux OS and a File System Client.
Each Compute Node has access to the Applications that it is expected to execute for a Job or Flow.
This is typically accomplished by configuring the Compute Node to have remote access to the
Application binaries that are hosted in the Storage Subsystem (which serves as the Data Hub).

6.2.2.1 Network Connections for Compute
Each Compute Node has a Provisioning Network connection. The Compute Node uses this
connection to be provisioned by a Resource Manager.
Each Compute Node has an Application Network connection. The Applications that run on the
Compute Node use this connection to read and write the Application Data that is hosted in the
Storage Subsystem (which serves as the Data Hub).
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Figure 7. Infrastructure View - Class Diagram - Compute Subsystem Focus
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6.2.1 Storage
Figure 8 depicts a subset of the infrastructure class diagram that is focused on the Storage Subsystem.
The Storage Subsystem consists of one or more Storage Nodes, which are used to provide a Shared
File System (specifically Spectrum Scale) to the rest of the system. The Storage Subsystem serves as
(realizes) the Data Hub for the system.
Each Storage Node is constructed from a Server (Physical or Virtual) with a Linux OS and a File
System Server. It also includes the Storage proper, which may be attached to the Storage Node in a
variety of ways. The manner in which the Storage is attached is not specified by this architecture, and
it is left as a design consideration.
A useful and convenient way to realize the Storage Subsystem within this architecture is by using an
Elastic Storage Server (ESS). Using an ESS as the Storage Subsystem is compatible with this
architecture, and it is constructed in a manner similar to the model that is outlined above.

6.2.1.1 Network Connections for Storage
Each Storage Node has a Provisioning Network connection. The Storage Node uses this
connection to be provisioned by a Resource Manager.
Each Storage Node has an Application Network connection. The Storage Node uses this
connection to serve data to the rest of the nodes in the system, most importantly, the Compute
Nodes as they execute Jobs.
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Figure 8. Infrastructure View - Class Diagram - Storage Subsystem Focus
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6.2.2 Network
Most of the relevant points that are related to the Network Subsystem are noted in the subsections for
each subsystem above. Addressing the Service Network connections completes the discussion. Each
Physical Server has a Management Processor (e.g., an FSP). Each Management Processor has a
Service Network connection. This connection is used to receive operations requests from the
Management Console or a Resource Manager, and then used return related data to these elements.

6.2.3 Alternate Representations
Figure 9 represents the system structure in block diagram form. This diagram represents an example
that is consistent with the architecture.

Figure 9. Infrastructure View - Primary Elements

POL03239-USEN-03

© Copyright IBM Corp. 2015-2016

28

Figure 10 depicts a stack diagram that includes many of the architectural points noted above.

Figure 10. Infrastructure View - Stack Composition
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7 Reference Design v3.0
This section describes one "reference design" for this solution. It is an example of a system design that
complies with the above architecture. This reference design is intended as a reference only. Any specific
design, with appropriately sized components that are suitable for a specific deployment, requires
additional review and sizing that is appropriate for the intended use.

7.1 Element Selections
This design makes the following selections:
Architectural Element

Design Selection

Quantity

Applications

Lab7 BioBuilds™ 2015.04

One (1)

Workload Manager

Platform LSF 9.1.3

Two (2) - for failover

Application Center

Platform Application Center 9.1.4.1

Two (2) - for failover

Workflow Engine

Platform Process Manager 9.1.3.1

Two (2) - for failover

Resource Manager

Platform Cluster Manager 4.2.1

One (1) - As part of the ESS

Workload Monitor

RTM 9.1.3

Two (2) - for failover

File System Client

Spectrum Scale 4.1.0.7

One (1) per management and
compute node

Storage Subsystem

IBM Elastic Storage Server 3.0 (5146-GL2)2

One (1)

Includes: Storage Nodes and Infrastructure
Management Node with associated software
elements and configuration
Linux - for Other
Management Nodes

Ubuntu 14.04.2

One (1) per management
node

Linux - for Compute
Nodes

Ubuntu 14.04.2

One (1) per management
node

2

Other ESS models (e.g. GS1, GS2, GS4, GS6, GL4, GL6) are suitable alternatives for the Storage
Subsystem, and may be more appropriate for a specific deployment given the storage requirements for
that deployment.
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Compute Node Servers

IBM Power System S822L (8247-22L)

Four (4)3

Management Node
Servers

IBM Power System S822L (8247-22L)

Two (2) - for failover

Management Console

IBM HMC 7042-CR8

One (1)

Virtualizer - for
Management Nodes

None - Installation is PowerNV (also known
as "bare metal") on top of the Open Power
Abstraction Layer (OPAL)

Zero (0)

Virtualizer - for
Compute Nodes

None - Installation is PowerNV (also known
as "bare metal") on top of the Open Power
Abstraction Layer (OPAL)

Zero (0)

Application Network

10 GbE, which is realized by IBM G8264
switches with IBM Networking OS 7.8
firmware

Two (2) - for resilience and
bandwidth

Other (non-Application)
Networks

1 GbE, which is realized by IBM G8052
switches with IBM Networking OS 7.11
firmware

Two (2) - for resilience

The above design selections yield a system with the stack composition that is depicted in Figure 11 and
an overall system structure as depicted in Figure 12. Note that the Infrastructure Management Node is
supplied as part of the ESS, and its internal structure is defined in a way that is consistent with the ESS
product design, and it is delivered in a preinstalled and preconfigured form.

3

This quantity may vary significantly for any particular design as required for capacity and throughput.
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Figure 11. Design - Stack Composition

Figure 12. Design - System Structure Overview
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7.2 Applications
The Application suite that is used within this reference design is the GATK best practices pipeline that is
available in BioBuilds™. However, other Application suites are also compatible with this design, and
this design is expected to accommodate a variety of Application suites.

7.3 Management Subsystem
This reference design includes three Management Nodes. One node is the Infrastructure Management
Node, which is supplied as part of the ESS. It hosts the ESS management functions (e.g., its UI) as well
as an instance of Platform Cluster Manager (PCM), which this design uses to serve as the Resource
Manager. This node is constructed in a manner that is consistent with the ESS design, which is based on
an IBM Power System S821L (8247-21L) server. The server includes PowerVM, which hosts an instance
of Red Hat Enterprise Linux 7 for Power (big endian).
The other two Management Nodes are used to host the Platform Computing software in an active-standby
configuration to support failover. These two nodes are installed with the same software (PAC, PPM,
LSF, and RTM), and they use the Shared File System to enable a resilient configuration4. These nodes
are constructed from Power System S822L (8247-22L) servers with PowerNV ("bare metal") installations
of Ubuntu 14.04.2.

7.4 Compute Subsystem
The Compute Nodes in this reference design are constructed from Power System S822L (8247-22L)
servers with PowerNV ("bare metal") installations of Ubuntu 14.04.2. The Applications are installed
(hosted) on the ESS, and each Compute Node mounts the Shared File System to access them.

7.5 Storage Subsystem
The Storage Subsystem is realized by an ESS (5146-GL2). The ESS includes two Storage Nodes in a
redundant configuration, and it provides the Infrastructure Management Node that is mentioned above.

7.6 Network Subsystem
This system design includes the following network design. This network design largely follows common
best practices for networking.
The networks are realized by two pairs of Ethernet switches. One pair is 10 Gb and realizes the
Application Network. The other pair is 1 Gb and realizes the balance of the networks. The switch pairs
exist to provide resilience to the network and additional bandwidth for the Application Network.
The following choices apply to the network design. The specific VLAN numbers are arbitrary except for
the VLAN 1 selection -- representing a common case where the data center management network is a
"flat" network carried on the default VLAN (1) of existing client switches.

4

Failover support for IBM Platform Application Center, prior to version 9.1.2, requires IBM HTTP
Server to be installed on a separate x86 server. This separate x86 server is not included in this reference
design.
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7.6.1 Logical Mappings
7.6.1.1 Campus Network
The Campus Network is shared (outside of this system) and is assigned to VLAN 2. This network
is realized by the 1 Gb switch pair. The servers in the system present tagged traffic to the switches
for this network.

7.6.1.2 Management Network
The Management Network is shared (outside of this system) and is assigned to VLAN 1. This
network is realized by the 1 Gb switch pair. The servers in the system present tagged traffic to the
switches for this network. This network is also used to carry the management traffic for the HMC
and the other (10 Gb) switches.

7.6.1.3 Provisioning Network
The Provisioning Network is private (within this system) and is assigned to VLAN 88. This
network is realized by the 1 Gb switch pair. The servers in the system present untagged traffic to
the switches for this network. This is done to more conveniently support NetBoot, which is used to
provision the nodes in the environment.

7.6.1.4 Service Network
The Service Network is private (within this system) and is assigned to VLAN 110. This network is
realized by the 1 Gb switch pair. The FSPs in the system present untagged traffic to the switches
for this network. The FSP-switch connections are dedicated to this function. The Infrastructure
Management Node also has an OS level connection to this network to accomplish power control of
the nodes during provisioning.

7.6.1.5 Application Network
The Application Network is private (within this system) and is assigned to VLAN 77. The servers
in the system present untagged traffic to the switches for this network. This network is realized by
the 10 Gb switch pair.
Figure 13 and Figure 14 depict the logical network topology for this reference design. Figure 14
excludes the Service Network from the diagram -- allowing a simpler and cleaner rendering that better
illustrates the connectivity to the public and private networks.
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Figure 13. Network Design - Logical View - All Networks
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Figure 14. Network Design - All Networks Except Service Network

7.6.2 Cabling
The physical cabling for each server in the system is identical. Likewise, the switch configurations for
the ports for each node are identical. This provides consistency and reduces the opportunity for error.
It also provides flexibility for special situations that might arise. Using this consistent physical
cabling, each server is configured (within its OS) to connect to the appropriate network in a manner
that is consistent with the logical view that is described above.
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7.6.2.1 1 Gb Networks
The connection between each server and the switches for the Campus Network, Management
Network, Provisioning Network, and the OS connection for the Service Network (Infrastructure
Management Server only) is carried over two physical links (cables) to the 1 Gb switches. This
provides a redundant path that is used to provide resilience for these networks. The logical
networks that are listed above are trunked over this pair of links -- minimizing the need for
dedicated links for these networks. This pair of links is configured for link aggregation using
LACP on the server and on the switch. Further, the 1 Gb switch pair is configured (and cabled
with an ISL) for VLAG, which allows the links to be aggregated across the pair of switches. On
the server side, the two network interfaces for these two cabled ports are bonded together (LACP
mode). IP address configuration is applied to the bond interface for the native VLAN (88), and
VLAN based interfaces with IP addresses are added for 1 Gb traffic that requires tagging (VLANs
1, 2, and 110) .
The 1 Gb switches also realize the Service Network. The Service Network is different than the
other 1 Gb networks in that each server has a single dedicated link between one of its FSP
interfaces and one of the switches. With a single HMC and a single Service Network, all of these
FSP interfaces are connected to just one of the switches (Management Switch A). The
Infrastructure Management Server also requires an OS level connection to the Service to
accomplish power operations to the other servers in the system that it can provision.
See Figure 15 for a diagram of the cabling design for the 1 Gb Networks.

Figure 15. 1 Gb Network Cabling - Physical Schematic View
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7.6.2.2 10 Gb Network
The connection between each server and the switches for the Application Network is carried over
four physical links (cables) to the 10 Gb switches. This provides a redundant path that is used to
provide resilience for these networks, as well as increased bandwidth (up to 40 Gb) between the
Compute Nodes and the Storage Subsystem. With only a single logical network, no trunking or
tagging is required, and the switch ports are simply configured to place the traffic from the servers
on VLAN 77 as the native VLAN. Similar to the 1 Gb links, this set of four links is configured for
link aggregation using LACP on the server and on the switch. The 10 Gb switch pair is similarly
configured (and cabled with an ISL) for VLAG, which allows the links to be aggregated across the
pair of switches. See Figure 16 for a diagram of the cabling design to the 10 Gb switches

Figure 16. 10Gb Cabling - Physical Schematic View

7.6.3 Other Considerations
7.6.3.1 NetBoot
The Provisioning Network is used to accomplish NetBoot for some provisioning operations. This
creates some additional considerations that must be handled. Specifically, the driver that is used
during the NetBoot process on the target node typically does not support LACP. As a result, the
switches which realize the Provisioning Network must be configured to accommodate this fact.
Recent switch firmware (e.g., IBM Networking OS 7.9 and later) allows the ports in an LACP
group to be configured to tolerate the case in which a server does not support LACP, as often
occurs during NetBoot (reference the "lacp suspend-individual" option in the applicable IBM
Networking OS command reference).

7.6.3.2 Dynamic Host Configuration Protocol (DHCP)
This design provides DHCP for two of the networks in the system. The HMC is configured to
provide DHCP for the Service Network, and the Infrastructure Management Node is configured to
provide DHCP for the Provisioning Network.
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7.7 Physical Configuration - Rack Layout
Figure 17 shows the physical layout of the system within a rack. All of the components for this reference
design fit within a single 42U rack with space for growth and expansion.

Figure 17. Physical Rack Layout
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8 Reference Design v3.1
This section describes another "reference design" for this solution. It is an example of a system design
that complies with the above architecture. This reference design is intended as a reference only. Any
specific design, with appropriately sized components that are suitable for a specific deployment, requires
additional review and sizing that is appropriate for the intended use.
This v3.1 reference design includes two primary variations from the v3.0 reference design above:
1. The Application Network is realized with InfiniBand vs. Ethernet
2. Two Resource Managers are used: one dedicated and internal to the storage subsystem (ESS), and
another for the balance of the system. This approach allows the ESS to be managed more
independently from the rest of the system, enabling the ESS to be installed in its factory
configuration and updated more easily.

8.1 Element Selections
This design makes the following selections:
Architectural Element

Design Selection

Quantity

Applications

Lab7 BioBuilds™ 2015.11

One (1)

Workload Manager

Platform LSF 9.1.3

Two (2) - for failover

Application Center

Platform Application Center 9.1.4.1

Two (2) - for failover

Workflow Engine

Platform Process Manager 9.1.3.1

Two (2) - for failover

Resource Manager - for
Storage Nodes

xCAT

One (1) - As part of the ESS

Resource Manager - for
Management Nodes and
Compute Nodes

Platform Cluster Manager 4.2.1

One (1)

Workload Monitor

RTM 9.1.4

Two (2) - for failover

File System Client

Spectrum Scale 4.2.0

One (1) per management and
compute node
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Storage Subsystem

IBM Elastic Storage Server 3.5.2
(5146-GL2)5

One (1)

Includes: Storage Nodes and Infrastructure
Management Node with associated software
elements and configuration
Linux - for Other
Management Nodes

Ubuntu 14.04.3

One (1) per management
node

Linux - for Compute
Nodes

Ubuntu 14.04.3

One (1) per management
node

Compute Node Servers

IBM Power System S822L (8247-22L)

Four (4)6

Management Node
Servers

IBM Power System S822L (8247-22L)

Two (2) - for failover

Management Console

IBM HMC 7042-CR8

One (1)

Virtualizer - for
Management Nodes

None - Installation is PowerNV (also known
as "bare metal") on top of the Open Power
Abstraction Layer (OPAL)

Zero (0)

Virtualizer - for
Compute Nodes

None - Installation is PowerNV (also known
as "bare metal") on top of the Open Power
Abstraction Layer (OPAL)

Zero (0)

Application Network

InfiniBand FBR (56 Gb/s) which is realized
by Mellanox SX6036 switches

Two (2) - for resilience and
bandwidth

Other (non-Application)
Networks

1 GbE, which is realized by IBM G8052
switches with IBM Networking OS 7.11
firmware

Two (2) - for resilience

5

Other ESS models (e.g. GS1, GS2, GS4, GS6, GL4, GL6) are suitable alternatives for the Storage
Subsystem, and may be more appropriate for a specific deployment given the storage requirements for
that deployment.
6
This quantity may vary significantly for any particular design as required for capacity and throughput.
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The above design selections yield a system with the stack composition that is depicted in Figure 18 and
an overall system structure as depicted in Figure 19. Note that there are two Infrastructure Management
Nodes. One is supplied as part of the ESS, and its internal structure is defined in a way that is consistent
with the ESS product design, and it is delivered in a preinstalled and preconfigured form. The other
Infrastructure Management Node manages the balance of the system, and it is composed with a stack that
is similar to that used for the other Management Nodes and the Compute Nodes.

Figure 18. Design - Stack Composition
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Figure 19. Design - System Structure Overview

8.2 Applications
The Application suite that is used within this reference design is the GATK best practices pipeline that is
available in BioBuilds™. However, other Application suites are also compatible with this design, and
this design is expected to accommodate a variety of Application suites.

8.3 Management Subsystem
This reference design includes four Management Nodes. One node is the Infrastructure Management
Node, which is supplied as part of the ESS. It hosts the ESS management functions (e.g., its UI) as well
as an instance of xCAT, which serves as the Resource Manager for the ESS. This node is constructed in a
manner that is consistent with the ESS design, which is based on an IBM Power System S821L (824721L) server. The server includes PowerVM, which hosts an instance of Red Hat Enterprise Linux 7 for
Power (big endian).
A second Infrastructure Management Node hosts an instance of Platform Cluster Manager (PCM), which
serves as the Resource Manager for the other Management Nodes and the Compute Nodes. This node is
constructed in a manner that is similar to the nodes it manages.
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The other two Management Nodes are used to host the Platform Computing software in an active-standby
configuration to support failover. These two nodes are installed with the same software (PAC, PPM,
LSF, and RTM), and they use the Shared File System to enable a resilient configuration7. These nodes
are constructed from Power System S822L (8247-22L) servers with PowerNV ("bare metal") installations
of Ubuntu 14.04.3.

8.4 Compute Subsystem
The Compute Nodes in this reference design are constructed from Power System S822L (8247-22L)
servers with PowerNV ("bare metal") installations of Ubuntu 14.04.3. The Application are installed
(binaries hosted) on the ESS, and each Compute Node mounts the Shared File System to access them.

8.5 Storage Subsystem
The Storage Subsystem is realized by an ESS (5146-GL2). The ESS includes two Storage Nodes in a
redundant configuration, and it provides the Infrastructure Management Node that is mentioned above.

8.6 Network Subsystem
This system design includes the following network design. This network design largely follows common
best practices for networking.
The networks are realized by a pair of Ethernet switches and a pair of InfiniBand switches. The pair of
InfiniBand switches realizes the Application Network. The pair of Ethernet switches is 1 Gb and realizes
the balance of the networks. The switch pairs exist to provide resilience to the network and additional
bandwidth for the Application Network.
The following choices apply to the network design. The specific VLAN numbers are arbitrary except for
the VLAN 1 selection -- representing a common case where the data center management network is a
"flat" network carried on the default VLAN (1) of existing client switches.

8.6.1 Logical Mappings
8.6.1.1 Campus Network
The Campus Network is shared (outside of this system) and is assigned to VLAN 2. This network
is realized by the 1 Gb switch pair. The servers in the system present tagged traffic to the switches
for this network.

8.6.1.2 Management Network
The Management Network is shared (outside of this system) and is assigned to VLAN 1. This
network is realized by the 1 Gb switch pair. The servers in the system present tagged traffic to the
switches for this network. This network is also used to carry the management traffic for the HMC
and the other (10 Gb) switches.

7

Beginning with version 9.1.2, failover for IBM Platform Application Center supports an IBM HTTP
Server on a Power server.
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8.6.1.3 Provisioning Network A
Provisioning Network A is private (within this system) and is assigned to VLAN 88. This network
is realized by the 1 Gb switch pair. The servers in the system present untagged traffic to the
switches for this network. This is done to more conveniently support NetBoot, which is used to
provision the nodes in the environment. Provisioning Network A is dedicated for use by the
Infrastructure Management Node within the ESS.

8.6.1.4 Provisioning Network B
Provisioning Network B is private (within this system) and is assigned to VLAN 91. This network
is realized by the 1 Gb switch pair. The servers in the system present untagged traffic to the
switches for this network. This is done to more conveniently support NetBoot, which is used to
provision the nodes in the environment. Provisioning Network B is dedicated for use by the
Infrastructure Management Node which manages the other Management Nodes and the Compute
Nodes (i.e., the nodes which are not part of the ESS).

8.6.1.5 Service Network
The Service Network is private (within this system) and is assigned to VLAN 110. This network is
realized by the 1 Gb switch pair. The FSPs in the system present untagged traffic to the switches
for this network. The FSP-switch connections are dedicated to this function. The Infrastructure
Management Nodes also have an OS level connection to this network to accomplish power control
of the nodes during provisioning.

8.6.1.6 Application Network
The Application Network is private (within this system). This network is realized by the
InfiniBand switch pair.
Figure 20 and Figure 21 depict the logical network topology for this reference design. Figure 14
excludes the Service Network from the diagram -- allowing a simpler and cleaner rendering, that better
illustrates the connectivity to the public and private networks.
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Figure 20. Network Design - Logical View - All Networks

POL03239-USEN-03

© Copyright IBM Corp. 2015-2016

46

Figure 21. Network Design - All Networks Except Service Network

8.6.2 Cabling
The physical cabling for each server in the system is identical. The switch configurations for the ports
for each node are very similar, varying only with regard to the provisioning network parameters. This
provides consistency and reduces the opportunity for error. It also provides flexibility for special
situations that might arise. Using this consistent physical cabling, each server is configured (within its
OS) to connect to the appropriate network in a manner that is consistent with the logical view that is
described above.
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8.6.2.1 1 Gb Networks
The connection between each server and the switches for the Campus Network, Management
Network, Provisioning Networks, and the OS connection for the Service Network (Infrastructure
Management Server only) is carried over two physical links (cables) to the 1 Gb switches. This
provides a redundant path that is used to provide resilience for these networks. The logical
networks that are listed above are trunked over this pair of links -- minimizing the need for
dedicated links for these networks. This pair of links is configured for link aggregation using
LACP on the server and on the switch. Further, the 1 Gb switch pair is configured (and cabled
with an ISL) for VLAG, which allows the links to be aggregated across the pair of switches. On
the server side, the two network interfaces for these two cabled ports are bonded together (LACP
mode). IP address configuration is applied to the bond interface for the native VLAN (88 or 91),
and VLAN based interfaces with IP addresses are added for 1 Gb traffic that requires tagging
(VLANs 1, 2, and 110) .
The 1 Gb switches also realize the Service Network. The Service Network is different than the
other 1 Gb networks in that each server has a single dedicated link between one of its FSP
interfaces and one of the switches. With a single HMC and a single Service Network, all of these
FSP interfaces are connected to just one of the switches (Management Switch A). The
Infrastructure Management Server also requires an OS level connection to the Service to
accomplish power operations to the other servers in the system that it can provision.
See Figure 22 for a diagram of the cabling design for the 1 Gb Networks.

Figure 22. 1 Gb Network Cabling - Physical Schematic View
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8.6.2.2 InfiniBand Network
The connection between each server and the switches for the Application Network is carried over
four physical links (cables) to the InfiniBand switches. This provides a redundant path that is used
to provide resilience for these networks, as well as increased bandwidth between the Compute
Nodes and the Storage Subsystem. With only a single logical network, no trunking or tagging is
required. See Figure 23 for a diagram of the cabling design to the InfiniBand switches.

Figure 23. IB Cabling - Physical Schematic View

8.6.3 Other Considerations
8.6.3.1 NetBoot
The Provisioning Network is used to accomplish NetBoot for some provisioning operations. This
creates some additional considerations that must be handled. Specifically, the driver that is used
during the NetBoot process on the target node typically does not support LACP. As a result, the
switches which realize the Provisioning Networks must be configured to accommodate this fact.
Recent switch firmware (e.g., IBM Networking OS 7.9 and later) allows the ports in an LACP
group to be configured to tolerate the case in which a server does not support LACP, as often
occurs during NetBoot (reference the "lacp suspend-individual" option in the applicable IBM
Networking OS command reference).

8.6.3.2 Dynamic Host Configuration Protocol (DHCP)
This design provides DHCP for three of the networks in the system. The HMC is configured to
provide DHCP for the Service Network, and the Infrastructure Management Nodes are configured
to provide DHCP for Provisioning Network A and Provisioning Network B.
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8.6.3.3 Managing an InfiniBand Network
For large InfiniBand networks, the Mellanox Unified Fabric Manager (UFM) is suggested to assist
with management of the network. Refer to
http://www.mellanox.com/page/products_dyn?product_family=100 for more information.
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8.7 Physical Configuration - Rack Layout
Figure 24 shows the physical layout of the system within a rack. All of the components for this reference
design fit within a single 42U rack with space for growth and expansion.

Figure 24. Physical Rack Layout
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9 Technical Directions
Following are some technical directions that are currently anticipated to influence future revisions of this
architecture and/or additional related designs.


Red Hat Enterprise Linux (little endian). It is recognized that Red Hat is a popular distribution.
With increasing little endian support for IBM Power, the ability to include Red Hat in subsequent
designs as an OS that may be used for the Management Nodes and the Compute Nodes will
increase as well.



PowerKVM. PowerKVM is an increasingly popular virtualization technology, and as its
capabilities within Power grow, it is expected to be an attractive element for virtualization in this
context.



Cloud Integration. The ability to integrate cloud models into subsequent designs is recognized as
a desirable and useful capability.
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10 Notices
This information was developed for products and services that are offered in the USA.
IBM may not offer the products, services, or features discussed in this document in other countries.
Consult your local IBM representative for information on the products and services currently available in
your area. Any reference to an IBM product, program, or service is not intended to state or imply that
only that IBM product, program, or service may be used. Any functionally equivalent product, program,
or service that does not infringe any IBM intellectual property right may be used instead. However, it is
the user's responsibility to evaluate and verify the operation of any non-IBM product, program, or service.
IBM may have patents or pending patent applications covering subject matter described in this document.
The furnishing of this document does not grant you any license to these patents. You can send license
inquiries, in writing, to:
IBM Director of Licensing
IBM Corporation
North Castle Drive, MD-NC119
Armonk, NY 10504-1785
United States of America
For license inquiries regarding double-byte character set (DBCS) information, contact the IBM
Intellectual Property Department in your country or send inquiries, in writing, to:
Intellectual Property Licensing
Legal and Intellectual Property Law
IBM Japan Ltd.
19-21, Nihonbashi-Hakozakicho, Chuo-ku
Tokyo 103-8510, Japan
The following paragraph does not apply to the United Kingdom or any other country where such
provisions are inconsistent with local law: INTERNATIONAL BUSINESS MACHINES
CORPORATION PROVIDES THIS PUBLICATION "AS IS" WITHOUT WARRANTY OF ANY
KIND, EITHER EXPRESS OR IMPLIED, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED
WARRANTIES OF NON-INFRINGEMENT, MERCHANTABILITY OR FITNESS FOR A
PARTICULAR PURPOSE. Some states do not allow disclaimer of express or implied warranties in
certain transactions, therefore, this statement may not apply to you.
This information could include technical inaccuracies or typographical errors. Changes are periodically
made to the information herein; these changes will be incorporated in new editions of the publication.
IBM may make improvements and/or changes in the product(s) and/or the program(s) described in this
publication at any time without notice.
Any references in this information to non-IBM websites are provided for convenience only and do not in
any manner serve as an endorsement of those websites. The materials at those websites are not part of the
materials for this IBM product and use of those websites is at your own risk.
IBM may use or distribute any of the information you supply in any way it believes appropriate without
incurring any obligation to you.
The licensed program described in this document and all licensed material available for it are provided by
IBM under terms of the IBM Customer Agreement, IBM International Program License Agreement or
any equivalent agreement between us.
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Any performance data contained herein was determined in a controlled environment. Therefore, the
results obtained in other operating environments may vary significantly. Some measurements may have
been made on development-level systems and there is no guarantee that these measurements will be the
same on generally available systems. Furthermore, some measurements may have been estimated through
extrapolation. Actual results may vary. Users of this document should verify the applicable data for their
specific environment.
Information concerning non-IBM products was obtained from the suppliers of those products, their
published announcements or other publicly available sources. IBM has not tested those products and
cannot confirm the accuracy of performance, compatibility or any other claims related to non-IBM
products. Questions on the capabilities of non-IBM products should be addressed to the suppliers of those
products.
All statements regarding IBM's future direction or intent are subject to change or withdrawal without
notice, and represent goals and objectives only.
All IBM prices shown are IBM's suggested retail prices, are current and are subject to change without
notice. Dealer prices may vary.
This information is for planning purposes only. The information herein is subject to change before the
products described become available.
This information contains examples of data and reports used in daily business operations. To illustrate
them as completely as possible, the examples include the names of individuals, companies, brands, and
products. All of these names are fictitious and any similarity to the names and addresses used by an actual
business enterprise is entirely coincidental.
COPYRIGHT LICENSE:
This information contains sample application programs in source language, which illustrate programming
techniques on various operating platforms. You may copy, modify, and distribute these sample programs
in any form without payment to IBM, for the purposes of developing, using, marketing or distributing
application programs conforming to the application programming interface for the operating platform for
which the sample programs are written. These examples have not been thoroughly tested under all
conditions. IBM, therefore, cannot guarantee or imply reliability, serviceability, or function of these
programs. The sample programs are provided "AS IS", without warranty of any kind. IBM shall not be
liable for any damages arising out of your use of the sample programs.
Each copy or any portion of these sample programs or any derivative work, must include a copyright
notice as follows:
Portions of this code are derived from IBM Corp. Sample Programs.
© Copyright IBM Corp. 2015. All rights reserved.
Trademarks
IBM, the IBM logo, and ibm.com are trademarks or registered trademarks of International Business
Machines Corp., registered in many jurisdictions worldwide. Other product and service names might be
trademarks of IBM or other companies. A current list of IBM trademarks is available on the web at
www.ibm.com/legal/copytrade.shtml.
Terms and conditions for product documentation
Permissions for the use of these publications are granted subject to the following terms and conditions.
Applicability
These terms and conditions are in addition to any terms of use for the IBM website.
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Personal use
You may reproduce these publications for your personal, noncommercial use provided that all proprietary
notices are preserved. You may not distribute, display or make derivative work of these publications, or
any portion thereof, without the express consent of IBM.
Commercial use
You may reproduce, distribute and display these publications solely within your enterprise provided that
all proprietary notices are preserved. You may not make derivative works of these publications, or
reproduce, distribute or display these publications or any portion thereof outside your enterprise, without
the express consent of IBM.
Rights
Except as expressly granted in this permission, no other permissions, licenses or rights are granted, either
express or implied, to the publications or any information, data, software or other intellectual property
contained therein.
IBM reserves the right to withdraw the permissions granted herein whenever, in its discretion, the use of
the publications is detrimental to its interest or, as determined by IBM, the above instructions are not
being properly followed.
You may not download, export or re-export this information except in full compliance with all applicable
laws and regulations, including all United States export laws and regulations.
IBM MAKES NO GUARANTEE ABOUT THE CONTENT OF THESE PUBLICATIONS. THE
PUBLICATIONS ARE PROVIDED "AS-IS" AND WITHOUT WARRANTY OF ANY KIND, EITHER
EXPRESSED OR IMPLIED, INCLUDING BUT NOT LIMITED TO IMPLIED WARRANTIES OF
MERCHANTABILITY, NON-INFRINGEMENT, AND FITNESS FOR A PARTICULAR PURPOSE.
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11 Trademarks
IBM, the IBM logo, and ibm.com are trademarks of International Business Machines Corp., registered in
many jurisdictions worldwide. Other product and service names might be trademarks of IBM or other
companies. A current list of IBM trademarks is available on the web at "Copyright and trademark
information" at www.ibm.com/legal/copytrade.shtml.
Linux is a registered trademark of Linus Torvalds in the United States, other countries, or both.
Ubuntu is a registered trademark of Canonical Ltd.
Red Hat is a registered trademark of Red Hat, Inc.
BioBuilds is a trademark of Lab7 Systems, Inc.
InfiniBand is a trademark and service mark of the InfiniBand Trade Association
Other company, product, or service names may be trademarks or service marks of others.
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