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IBM System Storage SAN Volume
Controller –iSCSI SAN Storage
Virtualization
Evaluation guide version 1.0
This white paper introduces the IBM® System Storage® SAN Volume
Controller (SVC) cluster with the support for the iSCSI-based external storage
virtualization feature in the 7.7.0 release. This paper includes the procedure to
configure an iSCSI-based external storage controller for virtualization with
the SVC cluster. This paper also provides an additional command-line
interface (CLI) introduced for this feature along with the details of
deployment with GUI screen captures of the iSCSI-based virtualization
feature.

Introduction
IBM SAN Volume Controller software provides storage area network (SAN)
virtualization capabilities that enable IBM, IBM Original Equipment
Manufacturer (OEM) or third-party SAN storage to be virtualized behind the
SVC or Storwize controllers. Using these capabilities, the storage admin can
export the SAN storage to SVC or Storwize controllers for presenting them as
external storage controllers.
SVC or Storwize® would then start using this SAN storage as additional
storage pools to carve out logical units (LUs) from the same. This additional
storage controller can be used along with the existing pools to increase the
storage capacity of existing pools. The value addition brought in by SVC or
Storwize in this configuration is summarized in the following points:
 Support for vendor neutral or multivendor SAN storage (including
IBM, IBM OEM or third-party SAN storage.
 Ability to create pools of storage with mix of all types of storage
pools.
 Rich set of SAN storage virtualization capabilities already built into
SVC or Storwize controllers, which would be supported with all the
storage pools.
 Common storage management capabilities across different types of
storage pools.
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SVC or Storwize controllers have been providing the mentioned features for
Fibre Channel (FC), Fibre Channel over Ethernet (FCoE) and serial-attachedSCSI (SAS) interconnect for a long time. SVC or Storwize controllers have
been providing iSCSI interconnect for host attachment over traditional 1Gb or
10Gb interconnects for a long time. What was lacking was the support for
iSCSI SAN storage virtualization using SVC or Storwize. Version 7.7.0
enables SVC and Storwize to virtualize the iSCSI SAN storage behind it and
present the same as homogeneous logical units of storage to the host.

About this white paper
Ever wondered how to attach an
iSCSI SAN storage behind SVC
or Storwize for virtualization?
Well, you are at the right place
if you ever felt that SVC or
Storwize is lacking that much
needed feature. Multivendor
storage pools are a common
phenomenon across data centers
in the modern world. Starting
with SVC/Storwize release
7.7.0, IBM brings to the table
the much needed feature to
virtualize iSCSI SAN storage
behind SVC/Storwize, thus
providing a single management
model for the storage pools.

The purpose of this white paper is to be a support for self-guided
configuration of external iSCSI SAN storage for deployments behind SVC or
Storwize controllers for the storage administrators and IT professionals, and
walk them through different configurations, considerations, and workflows
required to setup the external iSCSI SAN storage.
This white paper provides elaborate details about:
 Solution Preview
 Supported configurations for external iSCSI SAN storage controllers
 Troubleshooting details
 References to other details related to SVC or Storwize storage
pooling
This paper intends to provide an overview of the steps required to
successfully evaluate and deploy external iSCSI SAN storage controllers for
virtualization storage pooling. This white paper is not a replacement for
product documentation and encourages users to refer to the IBM Redbooks®
product documentation, IBM Information Center and CLI Guides at:
ibm.com/support/knowledgecenter/STPVGU_7.7.0/com.ibm.storage.svc.cons
ole.770.doc/svc_ichome_770.html. This paper attempts to acquaint storage
administrators and IT professionals about the new functionality provided by
SVC or Storwize controllers. This paper does not provide any details or
evaluations from a performance perspective, which is beyond the scope of this
paper.

Assumptions
This paper makes the following assumptions for attaching external iSCSI
SAN storage controllers to SVC or Storwize:
 SVC or Storwize systems are installed with the IBM SVC 7.7.0 code
level or later.
 SVC systems have the necessary licenses that allow SVC or Storwize
systems to attach external SAN storage. No separate license is
required to attach external iSCSI SAN storage to SVC or Storwize
systems. However, the license requirements are based on the
virtualization capacity that applies with iSCSI virtualization, similar
to virtualization over other protocols.
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User is familiar with Ethernet interconnect configurations, such as IP
configuration, Ethernet switches, 1Gb or 10Gb network
considerations, maximum transmission unit (MTU) settings,
connectivity, debugging Ethernet topology connectivity and
associated challenges, and so on.
User is familiar with SVC or Storwize configuration and usage, and is
familiar with using virtualized external SAN storage with SVC or
Storwize

The following table summarizes the abbreviations or terminologies mentioned in
this paper.
SVC and
Storwize
terminology
SAN storage
virtualization

iSCSI

SAN
NAS
FC
FCoE
IP failover

IP failback

I/O group

SVC/IBM
SAN Volume
Controller

Brief description

Process of taking an external (possibly third-party) storage
controller under the control of SVC or Storwize by exporting it
to existing SVC or Storwize systems to be used for creating
pools of storage for the purpose of presenting them to the hosts
or applications as logical units (LUs)
A protocol standard by Internet Engineering Task Force (IETF)
designed to interconnect SCSI devices using the TCP/IP
protocol. It is described in detail in the RFC 3720 at:
https://www.ietf.org/rfc/rfc3720.txt
Storage area network
Network-attached storage
Fibre Channel
Fibre Channel over Ethernet
Failure of a node within an I/O group causes the IP addresses
configured on the node to be failed over or reassigned to the
partner node
When the failed node rejoins the system or cluster, the failed
over IP is un-configured from the partner node and reassigned
to the recovered node
Two nodes or canisters form an I/O group. A single SVC
system supports up to four I/O groups, that is eight nodes as of
version 7.7.0
Unless explicitly specified, a general term that is used to
describe all applicable SVC platforms – IBM SVC (CG8,
CF8), IBM Storwize V7000, Storwize V5000, Storwize
V3700, Storwize V9000, and IBM PureFlex ™ System –
storage nodes

Table 1: Terminology and description

Refer to the SVC documentation for details about how the virtualization of
different external SAN storage controllers work in SVC or Storwize at:
ibm.com/support/knowledgecenter/STPVGU_7.7.0/com.ibm.storage.svc.consol
e.770.doc/svc_ichome_770.html
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How does external iSCSI SAN storage virtualization
work?
iSCSI SAN storage controllers leverage the iSCSI protocol using traditional
TCP/IP interconnects (1Gb or10Gb) to export SCSI device endpoints. Using
this, applications, hosts (or initiators) connect to the SCSI targets, which
export storage to the applications or hosts in the form of LUs.
In SVC or Storwize external iSCSI SAN storage virtualization, the SVC or
Storwize systems act as iSCSI initiators and facilitate the discovery and
connection of external iSCSI SAN storage controllers. After SVC or Storwize
systems successfully connect to the iSCSI SAN storage, they take control of
the storage, exported LUs, and present the storage as a pool to the
administrator, which could be used further to create LUs for presenting to the
host or applications. The Logical Units (LUs) from the iSCSI SAN storage
appear as Mdisks (managed or unmanaged Mdisks) to the SVC or Storwize
controller.

Prerequisites and configuration considerations
One of the first things to consider as a pre-requisite is interconnects for the IP
network. Figure 1 shows the recommended configuration as far as the
connections are considered.

Recommended connections for SVC and Storwize
controller

Figure 1: Recommended connections for Storwize controller as backend
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The figure describes in detail about the fundamentals of how to configure
external iSCSI SAN storage. The front-end system consists of two SVC I/O
groups with each I/O group possessing two nodes. The target side showed in
Figure 1 possesses two nodes with four ports on each node. Ethernet switches
are used for the networking required for the communication between the
initiator and the target.
The ports colored in orange and blue signifies the logic behind the
establishment of the iSCSI sessions between the initiator and the target. IPA
(Initiator port-node1) on the initiator gets connected to IP1 (target port-node
1) and to IP5 (target port-node 2) through Ethernet switch 1. Similarly, IPB
(initiator port-node1) gets connected to IP2 (target port-node1) and IP6 (target
port-node2) through the Ethernet switch 2.
Also while establishing sessions, defining the source ports implies that
connections to the target ports will be established by all the initiator ports on
the system. As shown in the figure, target ports IP1 and IP5 will have sessions
with IPA, IPE, IPI and IPM. the initiator ports on the system. The same
would hold true for the target ports IP2 and IP6 as they would maintain
sessions with IPB, IPF, IPJ and IPN.
The ports, which stand idle, both on the initiator and the target can be used for
further connections using the same logic. This would help to increase
throughput and increase level of session redundancy.

Other considerations for configuration










For checking connectivity issues, you can use the svctask ping
command which is like a standard Internet Control Message Protocol
(ICMP) ping command
Consider having separate host attach and external storage attach ports
while using the svctask cfgportip command for assigning the
IP address to the Ethernet ports on the SVC or Storwize controller
If port segregation is planned to use separate pots for host attachment
and back-end storage virtualization, then respective port should be
configured with the storage and host flags appropriately. These flags
can be enabled using the command cfgportip for the respective
ports.
If you are using any firewalls, make sure to open IP port 3260 so that
the iSCSI protocol can run between SVC or Storwize and the iSCSI
SAN storage.
If you are using jumbo frames (MTU=9000), ensure that all the
network equipment is capable of handling that large TCP frames.
Also, make sure that you maintain the same MTU settings on the
SVC or Storwize controller, fabric, switches, host, target iSCSI
controller, and so on.
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If you are using a virtual local area network (VLAN) tagging based
network partitioning, make sure that you configure the VLAN
settings correctly on the network, including the SVC or Storwize
controller and the target iSCSI SAN storage.
If you are using multispeed IP network such as1Gb and 10Gb, make
sure that you have the same type of network from the host to the
external iSCSI target. Do not intermix 1Gb and 10Gb networks unless
the bandwidth requirements are accurately calculated.
For virtualization of external Storwize controllers, cluster-wide
connectivity should be suggested. This connectivity recommendation
is policed in GUI guides but CLI cannot police the same. If you are
planning to configure using CLI, then the administrator needs to
manually connect the Storwize controllers in the clusterwide mode.
If you are using priority flow control based network planning, make
sure that the PFC settings are correctly configured on the network,
including the SVC or Storwize controller and the target iSCSI SAN
storage. You can find the details at:
ibm.com/support/knowledgecenter/STPVGU_7.7.0/com.ibm.storage.
svc.console.770.doc/svc_configpfcforiscsi.html
For Storwize controllers to be connected behind SVC or Storwize
controllers do the LUN mapping based on the iSCSI qualified names
(IQNs) of the systems performing the virtualization. Also, if you are
using Challenge Handshake Authentication Protocol (CHAP) based
authentication at the target iSCSI controller, specify the correct
CHAP secret during target discovery and session establishment.
If you are virtualizing Storwize controller, make that sure the system
you are trying to virtualize has the layer set as storage and the system
performing the virtualization has the layer set as replication using the
svctask chsystem -layer <layer> command. For detailed
information about system layers, refer IBM Knowledge Center at:
ibm.com/support/knowledgecenter/STPVGU_7.7.0/com.ibm.storage.
svc.console.770.doc/svc_systemlayer.html
If you are using the advanced features of SVC configuration (such as
enhanced stretched cluster or IBM HyperSwap®, then iSCSI target
discovery and login can be done using the -site parameter in
detectiscsistorageportcandidate and
addiscsistorageport command. This parameter allows SVC
software to connect to the targets from a specified site only. For
example, the detectiscsistorageportcandidate -targetip
192.168.82.90 -srcportid 4 -site 1, this command discovers
the target from source port ID4 and only for the nodes in site 1. At the
time of session addition using addiscsistorageport command, the
discovered sessions are added only for the nodes in the specified site.
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Workflow for virtualizing external iSCSI SAN storage
1. Find out the IQNs of the SVC or Storwize systems that you want to
use to virtualize an external iSCSI SAN storage, here after referred to
as source IQNs. You can use the svcinfo lsnode or svcinfo
lsnodecanister command to find out the IQN.
2. Create the LUNs you want to virtualize on the target external iSCSI
SAN storage, here after referred to as target controller. You can use
the svctask mkvdisk command to create virtual disks (Vdisks) for
SVC or Storwize controller.
3. Create the host for mapping the LUNs created in step 2 on the target
iSCSI controller. Use the source IQNs from step 1 while creating the
iSCSI host to map LUNs to. You can use the svctask mkhost
command to create hosts for LUN mapping on the SVC or Storwize
system.
4. Optionally, specify the CHAP secret while creating the host in step 3.
You can use the svctask chhost command to specify a CHAP
secret for authentication on a SVC or Storwize target controller.
5. Map the LUNs created in step 2 to the host created in step 3. You can
use the svctask mkvdiskhostmap command on a SVC or Storwize
system.
Up to this step, the target side configurations are complete and next
stop onwards the initiator systems needs to be configured to see the
LUNs mapped from the iSCSI target system.
6. Discover the remote iSCSI targets on the initiator system using the
svctask detectiscsistorageportcandidate command. Using
this, you would be able to discover all the iSCSI targets you are
authorized to connect.
7. Confirm the discovered remote targets using the svcinfo
lsiscsistorageportcandidate command.
8. To connect (or establish sessions with) to the targets, use the svctask
addiscsistorageport command to add the targets to the SVC or
Storwize system and make them appear as MDisks
9. Optionally, you can run the command svctask detectmdisk on the
SVC or Storwize system you are trying to virtualize from to detect
any LUNs exported from the external controller.
10. You can then run the svcinfo lsmdisk command to list the
discovered Mdisks.
11. Discovered iSCSI-attached controllers can be viewed from the
svctask lscontroller command. A detailed view can show the
protocol by which the controller is attached to the system.
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Connection modes for external iSCSI SAN storage
Depending on the type of external iSCSI SAN storage you want to virtualize
and the recommendations thereof, you can connect to (or establish sessions
with) the target controller in the following ways:


Cluster wide mode
In this mode, the same source Ethernet port chosen on the SVC or
Storwize system, which wants to virtualize the external SAN storage,
is used to connect to the target portal through all the nodes in the SVC
or Storwize system. So for example, if you have an eight-node
SVC/Storwize cluster system, then an attempt will be made to
establish one session from each of the nodes in the SVC or Storwize
system (from the chosen Ethernet port).



I/O group wide mode
The only variation in this mode is that, attempt is made to establish
one session from each node of the specified I/O group of the SVC or
Storwize system (from the chosen Ethernet port).

For the deployments with the -site option, the site-specific rules would
override the mode of connections just explained. So for example, in an
enhanced stretched cluster configuration consisting of Site1 and Site2,
specifying a connection mode of cluster wide and Site2 would only establish
connections from all the nodes belonging to Site2 of the SVC or Storwize
system.

Rules for displaying connection status
The way connection status with the target controllers displayed is in terms of
the following statuses:
 None
A status of None indicates that none of the nodes in the virtualizing
SVC or Storwize system was able to connect to the remote target
portal.
 Partial
A status of Partial indicates that not all the expected nodes in the
virtualizing SVC or Storwize system were able to connect to the
remote target portal.
 Full
A status of Full indicates that all the expected nodes in the
virtualizing SVC or Storwize system were able to connect to the
remote target portal.
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SVC system configuration and setting up external iSCSI
SAN storage
This section of whitepaper deals with SVC system configuration and setting
up iSCSI-attached storage with SVC or Storwize version 7.7.0. This section is
bifurcated into two subsections, elaborating GUI and CLI configurations,
respectively.

SVC system configuration using CLI
This sub section provides information about setting up external iSCSI
controller for virtualization using the command line interface. This section
also includes back-end configuration considering Storwize as the back-end
controller over iSCSI used for virtualization.
Perform the following procedure to configure iSCSI-attached back-end
controllers.
1.

Find out the IQNs of the SVC/Storwize systems that you want to use to
virtualize an external iSCSI SAN storage, These IQNs are usually
referred to as source IQNs and can be viewed using the svcinfo lsnode
or svcinfo lsnodecanister command.

Figure 2: Identifying the source IQNs

2. Create the LUNs on the back-end controller to virtualize the target
external iSCSI SAN storage.

Figure 3: Creation of the LUNs

3. Create the host for mapping the LUNs created in step 2 on the target
iSCSI controller. Use the source IQNs from step 1 while creating the
iSCSI host to map LUNs to.
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Figure 4: Creating the host object using the source IQNs

4. Map the LUNs created in step 2 to the Host created in step 3.

Figure 5: Mapping the LUNs to the host object

5. Discover the remote iSCSI targets. You would be able to discover all the
iSCSI targets you are authorized to connect to.

Figure 6: Discovering the iSCSI targets

6. After the targets are discovered, add the sessions using svctask
addiscsistorageport command.

Figure 7: Establishing sessions between the initiator and the target
7.

View the discovered iSCSI-attached controllers using the svctask
lscontroller command. A detailed view can show the protocol by
which the controller is attached in the system.
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Figure 8: Detailed information about the iSCSI-attached back-end controllers
8.

Optionally, run the svctask detectmdisk command on the SVC or
Storwize system you are trying to virtualize from to detect any LUNs
exported to the system from the external controller.

Figure 9: Discovering the exported storage at the initiator

9. Then, run the svcinfo lsmdisk command to list the discovered
managed disks (Mdisks).

Figure 10: Listing the storage after successful discovery

Figure 11: A detailed view listing the fabric-type, preferred and active iSCSI port
IDs
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10. Create an MDisk group to virtualize the LUNs exported from the backend storage. Once the MDisk group is created, member MDisks will turn
its mode to managed.

Figure 12: Creation of MDisk groups (storage pools) and associating the
discovered storage with it

Figure 13: The discovered storage changes its state to ‘managed’, post its
association with the MDisk group

SVC system configuration using GUI
This sub section provides information about setting up external iSCSI
controller for virtualization using graphical user interface. This section also
includes information about back-end configuration, considering Storwize as
the back-end controller over iSCSI used for virtualization.
1. Find out the IQNs of the SVC or Storwize systems that you want to use to
virtualize an external iSCSI SAN storage. Create the host object for
mapping the LUNs on the target iSCSI controller. The GUI wizard (as
shown in the following figure) enables you to create a host on the backend Storwize system.
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Figure 14: Option in the GUI to add the host object

Figure 15: Add the IQNs of SVC Cluster in host object
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Figure 16: Host is created and is offline as no session is present to this host

2. Create the LUNs on the backend controller to virtualize on the target
external iSCSI SAN storage and create the host for mapping the LUNs
created on the target iSCSI controller.

Figure 17: LUN creation at the back-end Storwize system
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Figure 18: Specifying the details of LUN to be created in the wizard

Figure 19: Map LUN to the host object having the IQNs of the SVC cluster
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3. Now the configuration of the back-end system is completed to discover
and add the sessions from the initiator system. Perform, the following
steps to complete the discovery and login to the iSCSI back-end
controller. On the home page, click Pools  External Storage.

Figure 20: External storage panel having place to add iSCSI storage

4. Select the appropriate external controller type you want to add. In version
7.7.0, Dell and Storwize are the supported controllers for iSCSI
virtualization. Click Next.
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Figure 21: Controller selection wizard

5. Add the target IP addresses using which iSCSI sessions between the
initiator and iSCSI backend needs to be established. This window has a
place to specify optional CHAP secret if the CHAP is enabled on the
target controller. After adding the IP address for the respective ports, click
Finish.

Figure 22: GUI panel for specifying target IP addresses of back-end controller
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6. The following figure shows the external iSCSI-attached controller in the
External Storage view. Notice that the LUNs exported from the backend
are seen as MDisks and are in the Unmanaged mode as this LUN is not
part of any Pool.

Figure 23: iSCSI-attached external controller appears post session creation

7.

Create a pool to use this iSCSI-attached MDisk in the system. This
MDisk can be used by creating a new pool or by adding it to an existing
pool in the system.
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Figure 24: Creating a storage pool

Figure 25: Providing pool name and extent size
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8. After successful creation of the pool, add the MDisk to the pool to use its
storage. Right-click the pool name, and then click Add Storage. Then,
select the MDisk you want to add in this storage pool and click Assign.

Figure 26: Add storage to pool
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Figure 27: Select MDisk to add in the pool

9. Notice that the status of the MDisk changes to Managed when it is added
to the pool. This storage pool can be used to create volumes. You can
view the pool name, MDisk size, and controller value in the External
Storage panel.

Figure 28: External Storage showing the MDisk status as Managed
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10. Create a volume to use the storage in the pool. To create a volume, click
Volumes  Create Volumes. Fill all the required fields, and click
Create.

Figure 29: Volume creation panel

Figure 30: Volume created using an iSCSI-attached back end
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Administrative workflows post deployment
This section describes the administrative workflow required to manage the
iSCSI back-end connection and to ensure a healthy environment post
deployment.

Removing the iSCSI initiator session
When the system gets connected with the back-end storage over iSCSI
protocol, and the administrator wants to remove the iSCSI connection to the
back-end controller, then the svctask rmiscsistorageport command
can be used to remove the existing iSCSI sessions with the back-end storage
device. The rmiscsistorageport command does not perform any check
before removing the iSCSI sessions between the SVC or Storwize and the
iSCSI back-end controllers. While keeping this under consideration before
any sessions are torn down, identify the existing active dependencies using
that particular session. Any back-end storage dependent on those sessions
might go into the offline or the degraded state. As part of best practices, it is
recommended to maintain session redundancy and identify dependencies
against a session before removing it.

Changing the initiator IP addresses
The cfgportip command is used to change the IP addresses of the ports in
the SVC system. The iSCSI initiator IPs are not allowed to be changed by the
cfgportip command while active sessions are present between the SVC
and the backend storage. However, changing IPs using the -force
parameter of the cfgportip command is allowed at a cost of temporary
disruption in the active sessions. Backend storage is expected to transit its
state into offline or degraded based on the new IP assignment and reachability
of the new IP address with the back-end storage. Session redundancy is
recommended to incur minimum outage.

Port maintenance
Occurrence of port failure on an Ethernet adapter is disruptive and might lead
to downtime and unavailability of the back-end storage. It is preferable to
have idle and healthy ports on an Ethernet adapter, which would give the
privilege of moving the sessions from faulty to healthy ports and avoid single
point of failures. Moving sessions from one set of ports to the other (nondisruptive change) is recommended, provided idle ports are available and new
sessions are created before removing the existing sessions.

Addition and removal of node
In the event of a node failover, the existing port IPs would failover to the
partner node in the respective I/Ogroup but the initiator sessions will not be
active on the failover Ethernet ports. Creation of new sessions would be
denied until the failed node is back and failback is completed.
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When a new I/Ogroup is added to the existing cluster and the discovery type
chosen at the beginning was clusterwide, the nodes of the new I/O group will
automatically establish the sessions with the back-end storage on setting up
the reachable IP addresses to the added nodes. For the type I/Ogroup wide
discovery, sessions will have to be created again with the new I/Ogroup
manually. Established sessions can be conformed using the
lsiscsistorageport command.
In the event of service mode, the existing sessions would drop leaving the
back-end storage unavailable, and therefore, it is recommended to have
session redundancy. If a new I/Ogroup is being added while the service mode,
the sessions would connect using the same logic of cluster wide and I/Ogroup
wide type connectivity described earlier and the lsisscsistorageport
status will be reflected accordingly.

Changing the node name/system name
Changing the node or the cluster name in the SVC cluster will eventually
change the IQN of the iSCSI initiator, in-turn affecting the sessions between
the SVC and the back-end controllers. It is expected to have a temporary drop
in sessions and unavailability of the back-end storage as IQN of the initiator
changes. The session would resume using the new IQN automatically. It is
recommended to have redundant sessions to avoid any outage.

Changing the node name/system name of the target
IQN holds enormous significance while establishing sessions between the
SVC and the iSCSI backend. The IQN of the node consists of the node name
and the cluster name. Changing the cluster name would result in changing the
IQN and hence it is recommended to determine the sessions, which are
established using the old IQN of the target. Remove all the sessions and
discover the targets with the new IQN followed by establishing sessions.

Changing the IP of the target node
Changing the IP of target controller is a disruptive operation, which might
lead to unavailability of the established iSCSI sessions between the SVC and
the iSCSI back-end controller, and in-turn the back-end storage would be
unavailable. To avoid this downtime, it is recommended to determine the
sessions, which are established using the old back-end target IP. Remove all
the identified sessions and discover the targets again using the new IP
followed by establishing sessions.

Configuring the new IPs at the target
Configuring a new set of IPs at the target controller is allowed and is a nondisruptive operation. The existing iSCSI sessions between the SVC and the
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iSCSI backend using the new set of IPs would take the same workflow as
suggested in the “SVC system configuration and setting up external iSCSI
SAN storage” section of this white paper.

Setting or changing CHAP secret at the target
CHAP secret is allowed to change at the target while active sessions between
the SVC and iSCSI backend persists. However, as part of best practices, it is
recommended to identify the sessions that are active using the old CHAP
secret and the active dependencies over those sessions. Remove all the
identified sessions and discover the target again using the new CHAP secret
followed by establishing sessions to avoid reconnection failures in the node
failover scenario.

Cluster layer
It is recommended to have the virtualization cluster at the replication layer
and the back-end controller system set at the storage layer. Establishing
sessions would not be allowed unless the cluster layer has been set as stated.
While the sessions are active, users will not be allowed to change the cluster
layer settings. If the target controller is Storwize and is on version prior to
7.7.0, then the cluster layer can be changed while presence of active sessions
to back-end controllers which is a disruptive operation. This might lead to a
downtime and unavailability of sessions between the SVC cluster and the
iSCSI backend, and in-turn, the back-end storage would not be visible.

Use of separate ports for storage/hosts/replication
Prior to version 7.7.0, the configured IP addresses on SVC can be used for
host attachment or replication services or for both. In version 7.7.0, a new
storage flag is added in the cfgportip command to specify the port for
exclusive back-end connections. SVC provides the privilege of using separate
ports for storage connectivity, host attach and replication services. It is
recommended to have the segregation of ports for these to avoid a single point
of failure and effective utilization of the available bandwidth. If not specified
explicitly, the port can be used by all the three functionalities, by default.

Best practices
Below are the best practices while connecting iSCSI back-end storage to SVC or
Storwize cluster.


For first time configuration of IBM SVC system, users are highly
recommended to read the information at:
ibm.com/support/knowledgecenter/STPVGU_7.7.0/com.ibm.storage.
svc.console.770.doc/svc_svcplanconfiguration_21gf04.html
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To get more performance benefits and optimized configuration and
plan iSCSI connections better, users are advised to get the detailed
information at IBM SVC Knowledge Center:
ibm.com/support/knowledgecenter/STPVGU_7.7.0/com.ibm.storage.
svc.console.770.doc/iscsi_performanceanalysisandtuning.html



As iSCSI virtualization used all Ethernet traffic, VLAN setting are
important to be considered at the time of planning for back-end
storage using iSCSI. You can find the guidelines to configure a
VLAN for iSCSI attachment at:
ibm.com/support/knowledgecenter/STPVGU_7.7.0/com.ibm.storage.
svc.console.770.doc/svc_configvlanforiscsiguide.html



While you configure the iSCSI ports in the system, it is better to use
separate ports for host attachment and for the back-end iSCSI
connection to get performance benefits. If the ports are shared for
host attachment and for back-end traffic, then some performance
bottleneck can be seen as all the traffic is travelling through same
physical port. You can find more detailed information to configure
iSCSI ports of the system at:
ibm.com/support/knowledgecenter/STPVGU_7.7.0/com.ibm.storage.
svc.console.770.doc/iscsi_performanceanalysisandtuning.html



While you configure an enhanced stretched cluster or Hyperswap
systems, then it is highly recommended to create a host object at the
back-end controller having the IQNs of the nodes in the same site.
This will reflect the actual status of the host object at the backend.
When the iSCSI sessions are added using the -site parameter, the
nodes actually logged in to the backend are dependent on their
respective site parameter. The connectivity status will be overridden
if the sessions are created using the site option. The connectivity
status will be full if all the nodes in the system in the site mentioned
are logged in successfully to the back-end iSCSI controller. The status
will be partial if not all the nodes in the I/Ogroup or cluster are
connected to back-end controller. The status will be none if no
connection exists to the back-end controller.



A quorum disk is a managed disk that contains a reserved area for use
exclusively by the system. The system uses quorum disks to break a
tie at the time of a critical scenario. IBM SVC software does not
support quorum disks to be placed on iSCSI-attached controllers.
Administrators are recommended to manage the quorum disks as per
the quorum requirements specified at:
ibm.com/support/knowledgecenter/STPVGU_7.7.0/com.ibm.storage.
svc.console.770.doc/svc_scsiquorumdiskovr_1bchni.html
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Troubleshooting




If the target IPs are pinging from the initiator but not allowing the
sessions to add from SVC/Storwize, administrators must check the
storage flag using the lsportip command. For the sessions to be
established from SVC/Storwize to the back-end controller, the storage
flag should be yes on the front-end SVC/Storwize system and host
flag of the back-end Storwize system should be yes to allow
initiators to connect.
To debug iSCSI backend sessions, users need to follow the procedure
mentioned in IBM Knowledge Center at:
ibm.com/support/knowledgecenter/STPVGU_7.7.0/com.ibm.storage.
svc.console.770.doc/svc_debugiscsisession.html.



If you are having problems attaching to the Ethernet hosts, your
problem might be related to the network, the SAN Volume
Controller system, or the host. The detailed procedure to resolve the
Ethernet iSCSI host-link problems is provided in IBM Knowledge
Center at:
ibm.com/support/knowledgecenter/STPVGU_7.7.0/com.ibm.storage.
svc.console.770.doc/svc_ethlinkfailure_6p8g5e.html



You might need to replace the small form-factor pluggable (SFP)
transceiver when a failure occurs on a single Fibre Channel or 10G
Ethernet link (applicable to Fibre Channel over Ethernet personality
enabled 10G Ethernet link). The procedure is mentioned at:
ibm.com/support/knowledgecenter/STPVGU_7.7.0/com.ibm.storage.
svc.console.770.doc/svc_fclinkfailure_3s7g6f.html



For any other generic troubleshooting procedure, refer to the detailed
information at:
ibm.com/support/knowledgecenter/STPVGU_7.7.0/com.ibm.storage.
svc.console.770.doc/svc_fclinkfailure_3s7g6f.html

Summary
Starting with release 7.7.0, SVC/Storwize provides a way to virtualize and
attach external iSCSI SAN storage for creating pools of storage. This white
paper provides you the configurations, considerations, systematic instructions,
and best practices on how to setup and implement iSCSI SAN storage.
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Resources
The following websites provide useful references to supplement the information
contained in this paper:


IBM Systems on PartnerWorld®
ibm.com/partnerworld/systems



IBM Power Development Platform
ibm.com/partnerworld/pdp



IBM Power Systems Information Center
http://publib.boulder.ibm.com/infocenter/powersys/v3r1m5/index.jsp



IBM Redbooks®
ibm.com/redbooks
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