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AI potential
In the next decade, the businesses that are able to successfully adopt and
infuse artificial intelligence (AI) across their organization will have a decided
advantage; businesses that have adopted AI in at least a pilot stage are
already shown to do twice as well as their peers who haven’t.1 It will also
be crucial to reduce manual intervention by leveraging AI and machine
learning (ML) to help draw insights from the ever-expanding volume and
variety of data.
Given the importance of data and its accessibility, IBM® Db2® databases
were specifically designed with embedded AI capabilities to optimize data
management resource allocation while improving query performance and
query result accuracy. Db2 databases are also built for AI, in that they offer
support for multi-model graph and blockchain capabilities alongside popular
programming languages and APIs to accelerate AI app development.
These core Db2 data management capabilities are further enhanced by
availability on IBM Cloud Pak® for Data—an open containerized data and AI
platform based on Red Hat® OpenShift® foundations. Data virtualization;
governance tools such as IBM Watson® Knowledge Catalog; and AI tools
such as Watson Studio that build, run and manage AI models are all built in
and help support data management as part of the larger effort to get from
data to AI-based insights.
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Businesses that
have adopted
AI do twice as
well as peers
who haven’t
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Powered
by AI
AI creates a virtuous cycle within databases.
When a database is optimized with AI
capabilities it is more efficient and can
drive quicker, more accurate query results
and insights. In turn, these advantages
are used to make AI models themselves
even more effective for the business.
AI improvements include:
–

–

–

Adaptive workload management and
resource optimization, which uses past
experience and predictive technology
to avoid bottlenecks and improve
performance by 30%2
Machine learning query optimization,
which continually seeks out the best query
path so that answers are returned up to ten
times faster2
Confidence-based querying, which gives
a more complete picture of query results
and helps users better understand the
trustworthiness of their insights
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Powered by AI

Adaptive workload
management and
resource optimization
When too many workloads arrive at once, a database needs to determine
how to handle the extra demand. “Open” or manual schemas have no
feedback mechanism and require the user to set predetermined limits for
the number or size of workloads. However, these limits can break down
when confronted with a complex set of workloads, and require constant
labor-intensive monitoring and adjustment. This results in database
performance issues, under-utilization or even failure.
By contrast, Db2 databases detect and predict trends in utilization using
a machine learning feedback mechanism. Expected and actual workload
runtimes are monitored and compared, so that the database can notify users
or adjust automatically to accommodate shortfalls before they become
a serious problem. This lowers cost of ownership by reducing the handson time required for configuration and tuning, and can improve overall
performance by 30%.2
Adaptive management is particularly useful when both real-time and batch
workloads are being run. The adaptive workload manager in Db2 Database
allows administrators to create resource groupings (also called workload or
service classes) and allocate a share of the system to each grouping. The
database then intelligently allocates resources to hit performance targets so
that real-time workloads don’t get delayed by large batch workloads.
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Machine learning
query optimization
Basic workload cost optimizers use statistical and resource modeling to
suggest execution strategies for a given query, but they aren’t sensitive to
recent changes and can’t learn from experience. They’ll keep recommending
that same strategy even if it doesn’t work as expected.
The Db2 Machine Learning Optimizer, by contrast, incorporates feedback
from actual query performance to recommend execution strategies that
deliver the best results in practice. Using machine learning in this way
allows the query path to be refined with each execution without involving
a database administrator (DBA).
Changes in execution strategy can be made in real time based on query
performance with some queries completing up to ten times faster.2 For timesensitive applications such as fraud detection, this real-time improvement
can be critical.

Watch the video to learn more about
machine learning SQL optimization with
IBM Db2 (2:50)
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Confidence-based
querying
Confidence-based matching has been available in machine learning
settings already, but this Db2 feature extends it to SQL expressions as well.
Confidence-based querying adds machine learning extensions to SQL by
implementing deep feed-forward neural nets to deliver SQL query results in
terms of probabilities. In this way, any SQL user can gain access to a wider
range of data tasks without involving often-overworked data scientists.
Matching witness statements to possible suspects in law enforcement cases
is a good example of the benefits of confidence-based querying. Previously
a range would be coded for each variable such as height or weight, but this
approach could miss suspects falling just outside that range for a single
variable. Instead, confidence-based querying advises on the best matches
across all variables regardless of deviation from the norm on a single
datapoint. Confidence-based querying can be applied to:
–
–
–
–
–

Watch the video to learn more about machine
learning confidence-based query matching
with IBM Db2 (2:37)

Similarity and dissimilarity queries
Inductive reasoning queries such as
semantic clustering, analogies, or odd-man-out
Semantic group-by operations
Pattern anomalies such as fraud detection
Images, audio, and video
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performance improvements
possible with adaptive
workload management
and resource optimization
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Built
for AI
The modern database is responsible for much
more than housing data; it also must support
AI tasks that use this data. That’s why Db2
databases are all designed with AI capabilities
in mind. For example, they offer native
support for:
–

–

–

Popular programming languages, libraries
and APIs that allow users to interact with
data using code they already know
Multi-model graph database functionality
to better identify patterns in data without
incurring the cost of another database
Blockchain to access hard-to-extract
information from compressed blockchain
ledgers more easily

10

Built for AI

Popular programming
languages and
libraries for AI
Db2 databases include native support for popular languages, libraries, and
APIs—including Python, JSON, GO, Ruby, PHP, Java, Node.js, Sequelize,
Jupyter Notebooks and REST. As a result, data professionals and developers
can build AI applications in a language they already know, then seamlessly
connect them to Db2 data without involving a DBA or SQL specialist. This
allows developers to access and utilize data science features to drive
deeper insights, and also allows data scientists to use the performance,
dependability, and enterprise-readiness of a database for greater stability
and trust.
In addition, hiring decisions become easier because candidates do not
need to know a specific proprietary language, and industry-specific code
examples using the languages are much more prevalent on sites like
GitHub. This support for popular existing standards also mitigates the need
for custom back-end code and engaging a data scientist to solve database
access issues.
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Built for AI

Native graph
database capabilities

Native blockchain
capabilities

Graph data was previously incompatible with transactional and OLTP
systems. To get around this incompatibility, organizations would keep their
normal relational infrastructure but pull certain data out, put it into a graph
database and run graph apps on it there. However, organizations now need
graph-driven insights about their relational data in seconds. Db2 databases
have deep integration to allow graph applications to run directly from
relational data, and the Db2 SQL engine to directly query graph data. Opensource query languages such as Gremlin and Tinkerpop are also supported.

Vast amounts of valuable information are contained in compressed form
in each blockchain ledger, but historically there has been no simple way
to view and analyze that information. The Db2 Blockchain Connector API
changes that. It surfaces the transactional data that is compressed and
stored within the blockchain ledger and presents it as a relational table in a
Db2 database. A robust caching strategy uses existing Db2 functionality to
create a cache table for the blockchain data to improve query performance
while still allowing users to fetch the newest data when needed.

In addition, graph applications can use a custom API or Spark to connect
to Db2 data and ACID transactions update the graph in real time without
disturbing existing relational applications—meaning graphs can be used
for real-time transaction processing in addition to analytics. And certain
industry-specific solutions are available for graph-heavy industries such as
healthcare and finance.

Thus, all the benefits of the Db2 engine can be brought to bear on blockchain
data without needing to develop ad-hoc reporting solutions. AI developers
can also easily incorporate blockchain data sets, either as a primary data
source for their apps or to provide additional granular detail. The value
of this is evident in applications such as shipping, where blockchain and
weather data can be combined for more robust insight.

Watch the video to learn more about graph
database analytics with IBM Db2 (2:38)

Retail is a good example of the potential value of quick graph insights. A
chain of stores can use real-time graph relationships to note a pattern of
returns to certain stores and pull the highly-returned items the same day.
Similarly, an insurance fraud investigator can bring together multiple data
sets—such as relationships between claimants and claim sizes—to more
accurately predict potential fraud.
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Built-in
multi-model
capabilities
save money
and streamline
operations
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On a data and
AI platform
The platform underneath a database can be just as important as the
capabilities within it. That’s why Db2 databases are available on IBM Cloud
Pak for Data—a data and AI platform that can run on any cloud thanks to
its Red Hat OpenShift foundation. The advantages of IBM Cloud Pak for
Data include:
–
–
–

–

Data virtualization, which ensures that all data can be used no matter
where it resides
Containerization for greater multicloud deployment flexibility
Built-in, automated governance features such as IBM DataStage® and
IBM Watson Knowledge Catalog that make sure data is clean and ready
to use in AI models without overextending DBAs
Watson Studio and other built-in AI tools that make the creation of
models from the data seamless, trustworthy and explainable while
protecting against bias and model drift

Watch the video to learn more about accelerating AI deployments with
IBM Cloud Pak for Data System (2:15)
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On a data and AI platform

Data
virtualization

Containerized to
run what you want,
where you want

The data virtualization available with Db2 on IBM Cloud Pak for Data is
a combination of data federation plus an abstraction layer. Users and
applications can break down data silos by interacting with multiple data
sources at once from a single access point, regardless of the type, format, size
or location of the underlying data.

Containerization is a key component of IBM Cloud Pak for Data. Each
container is designed to be modular and contain everything you need
to spin up a new capability quickly. Moreover, containerization is a natural
deterrent to vendor lock-in.

As a result, data processing can be done in the repositories themselves,
reducing the need for data transfers and lowering latency and additional
costs. In addition, the lack of transfers means fewer opportunities for data
corruption and security breaches. Security and governance arrangements
are much simpler, more robust and less prone to failure due to the single
access point.

Watch the video to learn more about
data virtualization with Db2 on Cloud
Pak for Data (2:03)

By allowing the same code and applications to run the same in any
location, containers give you the ability to choose to place your solutions
in any location based on regulatory demands, speed, or cost. IBM Cloud
Pak for Data enables this with Red Hat OpenShift. With this open source
component as the foundation of the platform, IBM Cloud Pak for Data can
run on any cloud, and so too can the containers on the platform, including
all Db2 products.

The European bank ING provides a good example of data virtualization in
action. They are working with IBM to implement a single point of data access
for all their users worldwide and reduce disconnects between different areas
of the business. New data can be added to the ING platform from anywhere
in the world and accessed by any authorized user in the bank’s global
workforce without the need to modify individual data access schemes or
security permissions.
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On a data and AI platform

Built-in, automated data
integration, cataloging,
and governance

IBM Cloud Pak for Data has made governance simpler through automation,
built-in capabilities such as Watson Knowledge Catalog—a leader in the
2020 Forrester Wave for Machine Learning Data Catalogs, and extensions
such as DataStage—a leader in the Gartner MQ for Data Integration Tools.
DataStage data integration capabilities and the ability to interact with data
through a single access point can help eliminate the time wasted seeking
the right data across multiple data silos. Automatic workload balancing
unleashes virtually unlimited scaling to accommodate the volumes of data
needed for AI. In addition, automated design and development capabilities
assist in running and scheduling jobs while automation of CI/CD pipelines
from development to production and support reduce the time and cost of
development. Finally, data quality issues can be detected and resolved
automatically in flight so that data can be trusted the moment it arrives.

Read the 2020 Forrester
Wave for Machine Learning
Data Catalogs

Read the 2020 Gartner
Magic Quadrant for Data
Integration Tools

Watson Knowledge Catalog also applies automation to data discovery and
metadata generation. Machine learning makes it possible to automatically
extract business glossaries and use them to form a cohesive set of metadata
terms. With a common set of metadata that allows data to be defined in
business terms, it is easier to explore the data visually and track its lineage.
From there, relevant considerations such as the age of the data and the
original source can be determined so that the value and accuracy of the
data may be better assessed. Moreover, these terms and metadata permit
scanning and risk assessments of the data to be performed automatically.
Businesses are already seeing the benefits of automated governance. A US
telecoms operator, a financial services provider and an insurance provider
each used governance tools to automate data preparation, reducing the
time to create a metadata glossary by 95%, and reducing time to discover
metadata and assign terms by 90%.
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On a data and AI platform

Tools for building,
running and managing
AI models
IBM Cloud Pak for Data also has IBM Watson Studio, IBM Watson Discovery,
and IBM Watson Assistant built in to simplify the path from data to
insight. Watson Studio allows models to be built and prepared visually
then deployed and run through one-click integration. In addition, APIs
can be automatically generated to build AI-powered applications. These
capabilities reduce the time required on the part of data scientists and help
the business begin benefiting from AI models the moment they’re ready.
Watson Studio also goes beyond simply providing alerts. Dynamic
retraining enables continuous learning and automatically retrains AI models
to maintain their quality. Machine learning frameworks are also available
for versioning models. Assessments of model trustworthiness have also
improved. Model fairness, explainability and drift can all be monitored to
ensure accuracy and these characteristics can also be validated and tested
to mitigate regulatory, reputational and operational risks. When combined

with Watson Knowledge Catalog, Forrester found the Total Economic
Impact (TEI) of Watson Studio over three years to be USD 4.8 million (net
present value).
Watson Discovery, which Forrester has called a leader for both document and
text analytics, helps with personalizing AI models for specific businesses
and industries. AI-powered search and text analytics uses natural language
processing to understand language on an industry and business level.
By improving the ability to pull insights from documents, webpages and
big data, research time can be cut by more than 75%. In addition, Watson
Assistant can learn from customer conversations, making it better suited
to resolve issues and answer questions related to the business without
the frustration of manual searches or chatbots. A Forrester TEI study
found Watson Assistant customers saw USD 24 million in benefits over
three years.

Read the 2020 Forrester Wave
for Document-Focused AI-Based
Text Analytics Platforms

Read the 2020 Forrester Wave
for People-Focused AI-Based
Text Analytics Platforms
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in benefits seen by
Watson Assistant
customers over 3 years
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Using Db2 technology to advance
your AI-driven organization
Artificial intelligence is destined to be the next
watershed opportunity that will drastically
impact how businesses operate. It will lead
to the discovery of deeper insights, better
decision automation and advanced predictive
analytics. At the center of all this opportunity
is data, and the speed and ease at which
organizations can store, access and leverage it.
IBM Db2 databases feature the AI power
organizations need to enhance current
operations and build their future. From MLfueled resource allocation, query optimization
and confidence-based query matching to
multi-model support for blockchain, graph and
popular programming languages, libraries
and APIs—Db2 databases enable organizations
to unlock their data with and for AI.

Moreover, the value of Db2 databases is
further enhanced when they are deployed via
IBM Cloud Pak for Data, which offers built-in
data virtualization, governance tools such as
Watson Knowledge Catalog, and AI tools such
as Watson Studio. And because IBM Cloud
Pak for Data is built on Red Hat OpenShift, it
can run on infrastructure from multiple cloud
providers including IBM Cloud®, AWS, Azure
and Google to provide extra flexibility.
Take some time to get to know the IBM
Db2 family with the following resources
or a free 1-on-1 consultation with a data
management expert.

Give Db2—the AI database—and
IBM Cloud Pak for Data a try for free

Learn more about the powerful combination
of Db2 and IBM Cloud Pak for Data

IBM offers an unlimited-time free trial of Db2
databases with the complete feature set.
They are limited to 4 cores and 16 gigabytes
of RAM, but they provide the same Db2
experience you would have after making a
purchase—allowing for seamless transition.
IBM Cloud Pak for Data also has a free trial
that demonstrates many of the great built-in
features talked about in this ebook.

Take a deep dive into the powerful data
management and AI performance generated
when IBM Db2 databases run on IBM Cloud
Pak for Data. You’ll learn more about how they
fit into a comprehensive framework designed
to deliver a smooth journey to AI as well
as the role that Red Hat OpenShift plays in
providing location flexibility for the database
and platform.

Try IBM Db2

Read the paper

Try IBM Cloud Pak for Data

Talk with an expert
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