Cloudera Data
Hub with IBM
Enterprise-grade open
source for machine
learning and analytics

CDH is the core of Cloudera Enterprise
Data Hub with IBM, powered by
Shared Data Experience (SDX)
Multidisciplinary business insight
–– Combine a broad range of analytics approaches
into a unified platform for higher-value use cases.
–– Build applications for visibility and insights, increase
productivity and transform your business.

Integrated
–– Get up and running quickly on a tested and tuned
complete platform, with enterprise support and
professional services.
–– Eliminate the delays, risk and hassle of “build-yourown” approaches to machine learning and analytics.

Security rich and governed
–– Enable safe self-service to shared data
and analytics for more knowledge workers.
–– Process and control access to sensitive data
while maintaining business context, lineage
and audit logs for compliance.

Open and compatible
–– Get more from existing investments, such
as enterprise data warehouses.
–– Benefit from rapid community innovation
without proprietary lock-in.
–– Leverage comprehensive application
programming interfaces (APIs) and
developer tools to build new capabilities.

CDH is Cloudera’s 100 percent open source distribution
and the core of the modern platform for machine learning
and analytics, optimized for cloud. It includes Apache
Hadoop, Apache Spark, Apache Kafka, and more than
a dozen other leading open source projects, all tightly
integrated together. CDH is built specifically to meet
the demands of enterprises. As the most widely deployed
Hadoop distribution, CDH is running at scale in hundreds
of production environments across the largest organizations
in financial services, telecommunications, media, retail,
governments, tech and many other sectors. It delivers
a unified, scalable system and the flexibility required to
consolidate workloads, including machine learning, data
warehouse, business intelligence, real-time streaming
analytics, data engineering, integrated search and other
extensible services. Combining these workloads leads
to the high-value use cases for analytics, effectively
making the impossible possible.
CDH helps you operationalize your data, giving you
the ability to:
–– Efficiently store and deliver structured and
unstructured data, free from legacy limitations.
–– Bring diverse analytics to shared data—including
machine learning, batch and stream processing,
and analytic Structured Query Language (SQL)
–– Leverage the same platform across hybrid and
multicloud deployment environments.
–– Process data in parallel and in place with
linear scalability.
As a key component of Cloudera Enterprise Data Hub
with IBM, and the Enterprise Data Hub (EDH) architecture,
CDH delivers the core elements of Cloudera’s modern
platform. Commercial versions of CDH over the full SDX
as part of Cloudera Enterprise Data Hub with IBM. The
full platform delivers all of the necessary enterprise
capabilities, such as a shared data catalog, security,
governance, workload analytics, lifecycle management, a
common control plane and integration with the broadest
network of hardware and software solutions.
CDH has also been optimized to run in your choice of
public cloud environments, as managed by Cloudera Altus
platform-as-a-service or Altus Director for infrastructureas-a-service deployments.
Ideal for enterprises seeking a stable, proven, open source
analytics and data management solution, CDH is the unique
solution that enables organizations to reliably leverage
the continuous innovations of Cloudera and the open
source community.
CDH is the world’s most complete and popular distribution,
combining Apache Hadoop, Spark and Kafka for the
enterprise. Testing, packaging and integration simplifies
building out your machine learning and analytics
deployment. CDH gives you a streamlined path to
business success.
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Cloudera Enterprise Data Hub with IBM key components
Apache open source and Cloudera unique innovations
Core services

Data
science

Analytic
database

Operational
database

Data
engineering

Search

CDSW
Spark

Hue
Workload XM
Impala

HBase
Kudu

Spark

Solr

Common service

Security

Governance

Data
catalog

Lifecycle
management

cloudera

Apache Sentry,
Cloudera Key
Trustee Server,
Cloudera Navigator
Encrypt

Navigator Encrypt

Apache Hive
Navigator Encrypt

Kafka, BDR
Navigator
Encrypt

sdx

shared data experience

Platform management
Altus Director, Cloudera Manager

Compatibility

CDH 5.16

CDH 6.2

Cloudera Manager

Cloudera Manager 5.16.1 and later

Cloudera Manager 6.2.0 and later

Cloudera Altus Director

Cloudera Altus Director 2.8 supports Cloudera Manager
5.x and can create CDH 5.x clusters

Cloudera Altus Director 6.2.0 supports Cloudera Manager
5.7 and later and 6.0 and later, and can create CDH 5.7
and later and 6.0 and later clusters

Cloudera Navigator

Cloudera Navigator 2.12 and later

Cloudera Navigator 6.2.0 and later

Cloudera Navigator Optimizer

Navigator Optimizer is available with appropriate licenses

Navigator Optimizer is available with appropriate licenses

Cloudera Data Science Workbench

Cloudera 5.7 and later running Spark 2.x

Cloudera 6.2 and later running Spark 2.x

Operating systems (64-bit only)

Red Hat Enterprise Linux® 5.7, 5.10, 5.11, 6.4, 6.5, 6.6, 6.7, 6.8,
6.9, 6.10, 7.1, 7.2, 7.3, 7.4, 7.5; CentOS 5.7, 5.10, 5.11, 6.4,
6.5, 6.6, 6.7, 6.8, 6.9, 6.10, 7.1, 7.2, 7.3, 7.4, 7.5; Oracle Linux
RHCK 5.7, 5.10, 5.11, 6.4, 6.5, 6.6, 6.7, 6.8, 6.9, 6.10, 7.1, 7.2,
7.3, 7.4, 7.5; Oracle Linux 5.7 (UEK R2), 5.10, 5.11, 6.4 (UEK
R2), 6.5 (UEK R2, R3), 6.6, 6.7, 6.8 (UEK R2, R4), 6.9, 7.1 (UEK
default), 7.2, 7.3, 7.4; SUSE Linux Enterprise Server 11 (SP3,
SP4), 12 (SP1, SP2, SP3); Debian 7.0 (Wheezy), 7.1, 7.8, 8.2
(Jessie), 8.4, 8.9; Ubuntu 14.04 (Trusty), 16.04 (Xenial)

Red Hat® Enterprise Linux 6.8, 6.9, 6.10, 7.2, 7.3, 7.4,
7.5, 7.6; CentOS 6.8, 6.9, 6.10, 7.2, 7.3, 7.4, 7.5, 7.6;
Oracle Linux RHCK 6.8, 6.9, 6.10, 7.2, 7.3, 7.4, 7.5, 7.6;
Oracle Linux 6.10 (UEK default), 7.2 (UEK default), 7.3,
7.4, 7.6; SUSE Linux Enterprise Server 12 (SP2, SP3);
Ubuntu 16.04 LTS (Xenial), 18.04 LTS (Bionic)

Java Development Kit (JDK)

Oracle JDK1.7, Oracle JDK1.8, OpenJDK8

Oracle JDK1.8, OpenJDK 8

Build infrastructure

Apache Maven

Apache Maven

Cloud platforms

Amazon Web Services (AWS), Google Cloud Platform,
Microsoft Azure

AWS, Google Cloud Platform, Microsoft Azure
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Project

Description

CDH 5.16

CDH 6.2

Apache Avro

A serialization system for storing and transmitting data over a network

1.7.6

1.8.2

Apache Flume

Distributed framework for aggregating log and event data, and streaming it into Hadoop Distributed File
System (HDFS) or HBase in realtime

1.7.0

1.9.0

Apache Hadoop

Reliable, scalable distributed storage and computing

2.6.0

3.0.0

FUSE-DFS

Module for mounting HDFS as a traditional file system

2.6.0

3.0.0

HDFS

HDFS—scalable, distributed, fault-tolerant data storage

2.6.0

3.0.0

MapReduce

Distributed computing framework for Apache Hadoop

2.6.0

3.0.0

MapReduce 2 (YARN)

The next generation of MapReduce framework

2.6.0

3.0.0

Apache HBase

Scalable record and table storage with real-time read/write access

1.2.0

2.1.2

Apache HCatalog

A table and storage management service for data stored in Hadoop

Included with Apache Hive

Apache Hive

Metadata repository with SQL-like interface and Open Database Connectivity (ODBC) and Java Database
Connectivity (JDBC) drivers for connecting business intelligence (BI) applications to Hadoop

1.1.0

2.1.1

Hue

Apache-licensed browser-based desktop interface for Hadoop

4.2.0

4.3.0

Apache Impala

Massively parallel processing (MPP) Analytic SQL query engine for Hadoop

2.12.0

3.2.0

Apache Kafka

Highly scalable, fault-tolerant publish-subscribe messaging system

1.0.1

2.1.0

Apache Kudu

Storage engine that combines fast inserts and updates and efficient columnar scans

1.7.0

1.9.0

Kite

Apache-licensed libraries, tools and examples to simplify Hadoop app development

1.0.0

1.0.0

Apache Oozie

Workflow engine to coordinate Hadoop activities

4.1.0

5.1.0

Apache Parquet

Apache-licensed column-oriented file format

1.5.0

1.9.0

Apache Pig

High-level data flow language for processing data stored in Hadoop

0.12.0

0.17.0

Lily HBase Indexer

Apache-licensed module to enable indexing of data in HBase in real time

1.5.2

1.5.2

Apache Solr

Free text, fuzzy matching and faceted search engine

4.10.3

7.4

Apache Sentry

Module that provides fine-grained, role-based authorization for Impala, Hive, Search and HDFS

1.5.1

2.1.0

Apache Spark

Fast and general data processing engine that supports cyclic data flow and in-memory computing

1.6, 2.0, 2.1,
2.2, 2.3

2.4

Apache Sqoop

Data transport engine for integrating Hadoop with relational databases

1.4.6

1.4.7

Apache ZooKeeper

Highly reliable distributed coordination service

3.4.5

3.4.5
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For more information
To learn more about CDH with IBM, visit the
IBM and Cloudera webpage or contact an
IBM data management expert.
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