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INTRODUCTION
Many people know about IBM’s Watson because it won the Jeopardy! TV game show back in 2011.
If that were all, Watson would be impressive enough. After all, it bested two all-time Jeopardy!
championship players. Doing so required the ability to understand very tricky questions in natural
language. It also required the ability to respond with winning answers that reflected a deep
understanding of many different subjects and their contexts, along with the ability to decode
sometimes-misleading questions.
But Watson has come a long way since 2011, and its abilities have been tuned for much more
than winning a challenging game show. Watson now works with doctors to help treat cancer, with
manufacturing organizations to estimate delivery schedules, and even with regular people who just want
to know how to combine ingredients in new ways to create healthy meals.
Welcome to “How to put IBM Watson to work for powerful information access and insights,” where we’ll
show you how Watson and its Watson Explorer application can get down to business and help your
organization be more effective, more productive, and make better-informed decisions.

THE EXPLOSION IN DATA GROWTH
The great science fiction author Arthur C. Clarke is widely credited with the dictum, “Any sufficiently
advanced technology is indistinguishable from magic.”
Data (all the bits and bytes that make up our email messages, kitten videos,
Internet-of-Things telemetry data, database records, and so much more) can
sometimes seem magical. After all, none of it is real. It’s not physical. Data is
just our representation of some ephemeral impulses to which we’ve agreed to
assign meaning. And yet, our world is being flooded by data; we are creating
too much of the stuff.

Unstructured data has
been growing at 80
percent, year-over-year.

We are all roughly familiar with what a terabyte is: a thousand billion bytes,
or just about enough to store a family’s DVD collection. Drop three zeroes on the end of that and you
get a petabyte. Three more zeroes bring you to an exabyte. And another three more zeroes get you to a
zettabyte (or a billion terabytes).
That seems like a whole lot of data. From the beginning of time through 2011, IDC reports that the
world contained barely one (0.9) zettabyte. Then the floodgates opened. 2011 manifested twice the allthroughout-history number, generating 1.8 zettabytes in one year. By 2020, just five short years from now,
IDC estimates that we’ll be generating 35 zettabytes per year.
Even though it’s almost impossible to comprehend numbers of that scale, it’s easy to understand where
it’s all coming from: all the messages we send, all the pictures we take, all the videos we create, all the
data that is spurting out of all the intelligent devices we’re building and using — all that data adds up. A
zetta here, a zetta there. Pretty soon, you’re talking big numbers.
And while all that data exists merely as electrical impulses floating around the ether, storing, distributing
and managing it is a very tangible and expensive task.
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If we drill down into that deluge, we see that we’re dealing with both structured and unstructured data.
It’s relatively easy to manage structured data, like name-and-address rows in a database. Unstructured
data (audio, video, images, messages and discussions, books, articles) doesn’t fit into nice rows and
columns, though.
Unstructured data is far more of a challenge to manage, especially if you go beyond files and want to
understand and process the meaning contained in those files. Making matters more interesting, it’s the
unstructured data that has been growing at the fastest pace —80 percent, year-over-year, according to
MarketWatch.

THE COST OF MANAGING DATA
The cost of managing our data is as mind-boggling as the quantity we’re generating. According to CIO

Insight in 2012, businesses spend $1.1 trillion managing business information.
About a third of that is spent simply on storing it all. Another third is spent securing (or trying to secure)
that data. If you’re not convinced bureaucracy is rampant in our society, think
about this: about $300 billion of that is spent on compliance.
We can bring that down to earth a bit by looking at individual companies. CIO
Insight says that the average enterprise spends $38 million a year to store
and protect data, while even small and moderately sized businesses spend
hundreds of thousands of dollars a year.

42 percent of the
information we manage
is unnecessarily
duplicated data.

There is no doubt managing all this data is both difficult and expensive.
What’s really demoralizing is how much of that effort is wasted, how much
money didn’t have to be spent, and how many resources could have been
utilized more effectively.
Later in this document, we’ll talk about deriving more value from your investment in data management,
but for now, let’s spend a few minutes feeling sorry for ourselves.
According to CIO Insight, 42 percent of the information we manage is unnecessarily duplicated data.
That’s not data stored in backups; that’s just extra copies of data that didn’t need to be managed in the
first place.
Forrester gives us even more food for thought: Of the data organizations gather, only a small amount is
ever used, particularly when we’re talking about unstructured data.
Organizations and their IT teams understand how to use structured data. We’ve been putting data in
fields, rows, and columns for more than 60 years. We know how to sort that data, index it, join it, and
do complex queries. Even so, with all that experience and knowledge, Forrester’s research shows that
organizations use only 32 percent of the structured data they store.
In other words, 68 percent is wasted.
We have all this data, we’re bringing it all into our environment, and then we’re wasting money holding
onto it without leveraging it. The opportunity cost is huge.
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We have a lot more difficulty with unstructured data. The same Forrester study reports that organizations
use only 12 percent of their unstructured data, wasting an astonishing 88 percent..

DERIVING MEANING FROM DATA
Human communication in the digital world is almost all unstructured, nuanced, and meaningful. This
document, for example, is an unstructured communication. You’re reading it because it may be able to
teach you something useful about how your organization can access information and gain insights.
IT organizations have gotten very good at storing and retrieving unstructured information. What we
haven’t been good at is making use of all that stored information.
Human communications can be difficult to understand for a human, let alone for a computing system.
Being able to find meaning among all that communications is essential. Organizations that are able to gain
mastery over unstructured data are going to be at a greater advantage in the future.
Imagine, for example, the email thread that has 68 replies and has been forwarded among 17 people.
That thread is stored on a server somewhere and — perhaps — there’s something important in that
thread, like a topic for a piece of collateral literature the entire team has agreed upon.
How do you find that topic? It’s a long tedious slog through all the “I agree” and “I can’t make that
meeting” messages buried in that thread. Usually, that nugget of usefulness is never found. Another email
thread is launched, asking if anyone remembers or wrote down the topic.
Both threads are stored in the bowels of the company — and, in many
Human communications
cases, across many different companies — both in on-premises mail stores
can be difficult to
and in the cloud.
This is a real example, and a common one. Many business professionals
participate regularly in email threads that span four or five organizations, run
60 or 70 messages deep, and are, on average, cc’d to a dozen or more
individuals. This is typical business activity.

understand for a
human, let alone for a
computing system.

Of course, email messages are just the tip of the iceberg. Documents of all
types need to be digested, interpreted, and searched. They live in many different silos, often spanning
multiple organizational structures, and often across enterprises — meaning that entirely different IT
organizations often touch the content more than once.

THE IMPACT OF DATA WASTE ON ORGANIZATIONAL
PRODUCTIVITY
So when we look at numbers like 88 percent of all unstructured data is never used, we’re looking at
tremendous waste:
•

Wasted money: It’s not just the data that’s wasted — there’s management and storage cost
for that data.

•

Wasted effort: Think about all the hard work being wasted in terms of managing all that excess
data, backing it up, and flowing it around the network.
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•

Wasted complexity: There is also waste in physical gear — both on-premises and in the cloud.
Adding storage capacity often adds complexity to the entire infrastructure.

•

Wasted security risk: That added complexity makes it harder to know what’s going on, if
there’s a problem. The more data in the organization, the more points of vulnerability, the greater
the security risk.

•

Wasted discovery time: All that data is hard to sift through and manage, so it’s far harder to
discover breaches — especially when many organizations have no idea what they’re storing or what
meaning is contained in those files.

•

Wasted opportunities: The opportunity cost is mind-blowing. If you’re spending so much more
on things that you’re not using, you could have been spending that on your primary business
mission, instead.

The challenge here is not only managing all this information, but managing it in a way that’s very costeffective, so you can zoom in and derive value based on the information resources and transform them
from a cost sink to a profit center.

THE PROBLEM WITH DATA SILOS
Where does all this live? Where are we putting it? Right now, all that data lives in data centers and in
the cloud. But from a logical perspective, most of the data lives in silos, in different file structures, and
maintained (and guarded) by different groups.
•

Let’s look at a very common example:

•

Sales contact reports are sent in by sales personnel and are stored in a CRM database.

•

Customer opinions (compliments, rants, requests, complaints, and feature requests) live in an online
forum somewhere.

•

Product reviews and summaries of strengths and weaknesses appear in various blogs around the web.

•

More customer feedback streams by on a second-by-second basis
through Twitter.

•

Production change orders from the design team to the manufacturing
group may live in their own ERP database, or simply fly across the
network in email message chains like the ones discussed above.

Sometimes, completely separate computing architectures manage these
different elements. It might be useful for manufacturing teams to know what
customers are saying about the products they produce. Today, in so many
cases, these bits of information are in separate places.

Most corporate
data lives in silos, in
different file structures,
and maintained
(and guarded) by
different groups.

You have all this actionable information, all these potential nuggets of marketdemand gold, but they live in far-flung silos. If you could somehow filter through all of this raw material and
refine it, you might be able to gain invaluable insights into your products and your market.
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We’re reaching the point, in terms of IT infrastructure, when the data we own exists not only in many silos
within our organization, but both on-premises and in the cloud, in hot, very fast storage, and in much
slower (and much less expensive) storage.
It’s not practical to assume that we’re ever going to combine all these buckets into one structured pool
of data. Instead, what’s needed is a way to index, search, explore, and discover the nuggets of wisdom
across all these data domains.

BENEFITS OF BETTER DATA UTILIZATION
What if data were put to better use? What if, instead of wasting all the money, effort, and resources that go into
managing it, we utilized more of that data for the benefit of businesses?
ReadWriteWeb reported recently on some work done by the University of Texas,
which attempted to answer just this question. The study determined that if the

median Fortune 1000 business could make use of just 10 percent more of its
overall data resources, it would see an increase of $2.01 billion in revenue.
Different industries, of course, would benefit in different ways. The study
showed that, given a 10 percent increase in data utilization, the giant
telecommunications industry would increase its productivity by 17 percent
and sales by an astronomical $9.6 billion. Given the same 10 percent increase
in data utilization, the food products industry would see a 20 percent jump in
productivity and a $3.4 billion jump in sales.

What’s needed is a
way to index, search,
explore, and discover
the nuggets of wisdom
across all data domains.

Researchers then pointed to the benefits that could come from such a revenue increase.
•

With a $9.6 billion revenue increase, the telecommunications industry could employ an additional
114,825 operations research analysts, or put up 64,000 more towers.

•

With a $3.4 billion revenue increase from increased data utilization, the food products industry could
hire 91,891 purchasing agents or feed 809,523 children in Africa for ten years.

•

If the publishing industry increased data utilization by 10 percent, its increase in sales would be $400
million, paying the salaries of 6,577 editors. Or, instead of hiring more editors, publishers could spend
that windfall on 800,000 new iPads.

While many of these numbers seem extreme, it’s indisputable that the more effectively enterprise data
is used, the more productive the overall enterprise can be. And that can have a direct impact on a
business’s bottom-line.
If managers can make smarter decisions, they accomplish more, take advantage of more opportunities,
and make fewer high-cost mistakes. This becomes possible only when managers can actually find
information no matter where it resides (within the limits of their appropriate access rights).
Traditional enterprise search can scan keywords, but it is hobbled by an inability to surface the right answers
without a lot of digging. We’ve all done this. We’ve performed a Google search or an internal search, then
dug through the results page-by-page in a desperate quest to find that useful nugget of information.
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This problem extends to structured data, as well. When looking at numbers and tables, it’s not just the details
and line items that are valuable. Instead, business managers want to find insights and trends. That’s where IBM
Watson comes in.

WHAT IS WATSON?
The 2011 Watson Jeopardy! challenge was merely an example of how the ability to mix machine learning with
exploration, discovery, and insight capabilities may be applied to a specific set of questions. Today, commercial
uses of Watson range from making recipe and ingredient recommendations to helping doctors research some of
the most challenging diseases.
IBM has evolved Watson into a commercialized, cloud-based cognitive system. The overall mission of Watson
today is to enhance and scale human expertise. It’s not a replacement for humans; it’s there to help humans find
and process information.
There are three main capabilities that distinguish Watson as a cognitive system:
•

The ability to understand human language, with all its nuance and ambiguity

•

The ability to learn and to absorb information

•

The ability to formulate hypotheses

When an organization “trains” Watson in a domain, IT managers and subject-matter experts provide Watson with
what can be considered “authoritative” documents from that domain. As you might imagine, there are different
approaches to this, depending on whether the system is being trained for a specific company and a specific activity
or for use with a more general application.
Generally, an organization identifies its most authoritative documents and then comes up with questions that test
Watson’s understanding of the domain and refine the training.
Through ongoing training, Watson gains the ability to use that corpus of
knowledge and builds what might be considered a “grid” of understanding.
This provides Watson the ability to understand the context of a question.
Rather than trying to process a question against a set of facts in isolation,
Watson is able to explore the entire grid and help its users discover new
knowledge and insights.
Watson has the ability to understand natural language in context, so it is
able to parse actual facts out of reams of unstructured content. In doing so,
Watson enhances the corpus of knowledge it absorbs by reading the same
documents we do, and it becomes more able to respond to our questions.

If the median Fortune
1000 business could
make use of 10 percent
more of its overall data
resources, it would see
a revenue increase of
$2.01 billion.

In our day-to-day communication, we use euphemisms and colloquial
expressions, which can present a challenge to a machine. It’s very easy for us to differentiate the concepts
of noses running, feet running, and candidates running for office. Because Watson is able to construct and
enhance its grid of knowledge, it knows to look for polling data rather than the distance of a candidate’s home
to his or her place of work.
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This is why Watson is so effective in understanding documents of all kinds and providing answers. Whether
it’s asked to absorb vast sets of email chains or an array of scholarly documents, Watson is able to extract
meaningful information.
When it’s presented with a question or some other kind of challenge, Watson can take that information, employ its
language capabilities, and then suggest answers, hypotheses, and insights.

A LOGICALLY HYPER-CONVERGED INFORMATION
ARCHITECTURE
As we’ve discussed, data is being stored in disparate locations that are operated by unrelated organizations.
While most organizations operate in a very fragmented IT architecture, business imperatives mean that
information needs to be delivered as if it were part of a “hyper-converged” architecture, where everything is part
of a coherent whole.
This is where Watson and the tools within the Watson portfolio come in — their job is to make information appear
seamless across all these different sources. Watson helps make it possible for companies to leverage hybrid clouds
and even something beyond that — a logically hyper-converged architecture.
This challenge, of course, extends far beyond aggregating data. For this sort of solution to exist in an enterprise
world, access rules and restrictions have to be respected. Within the context of permissible access, meaning must
be derived and presented to individuals based on their level of clearance and job description.
Increasingly, in industries ranging from healthcare to construction, daily work
is becoming information-assisted and information-constricted. In order for
people to do their jobs, they require constant access to information. Then,
they have to operate on that information in some way.
Take, as an example, the modern-day farmer. Although not normally
considered knowledge workers, most farmers have incorporated technology
to help them operate their farms.

Commercial uses of
Watson range from
recipe recommendations
to medical research.

Farmers need to manage a large area of land as well as material flow. Many
are using drone technology to help with mapping, using infrared to analyze vast plots of land, and using weather
information to manage the basics of growing and growing seasons.
The amount of information they have to digest and use in day-to-day work is tremendous. They need to be able to
derive value from all that data, especially the unstructured data like video feeds and weather forecasts.
But it’s not just farmers; business data value is critical in organizations of every industry and size.
How often do your employees have to jump among screens and services in order to access what they need? How
many times do they jump from their email into a database, into yet another service, and back again? Availability
of so much data presents what can be considered a “cognitive burden” on individuals. Knowledge workers
— ranging from educators, to sales people, to writers, to designers, to engineers, to the agents in customer
support call centers — are faced with a challenging workload when it comes to using relevant information in their
day-to-day jobs.
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If you think about decision making — whether it’s a small decision (like whether to grant a credit or refund), or a
big decision (like whether to buy a business) — the person making the decision needs to have a clear view of the
issues and facts.
Too much information, too many extraneous details, can be just as bad as not having enough information. It’s also
helpful to have information transformed into usable forms. A big list of numbers is far harder to understand than a
simple chart, for example.
For most folks, pulling together the set of information necessary for making a decision or taking an action, then
digging into it for the key piece of information, can feel like finding a needle in a haystack. Sometimes that haystack
seems overwhelmingly large, and the needle seems invisible.
This is where Watson Explorer, one of the products in the IBM Watson portfolio, can help. Watson Explorer is
designed to lighten some of that load. Watson Explorer can reduce cogniti ve burden by helping a worker focus on
high value decisions rather than the component parts and processes that it took to get to that decision point.

INTRODUCING WATSON EXPLORER
Watson Explorer has extremely powerful indexing capabilities, which create a map of necessary information while
preserving the security permissions around that information. Although Watson is able to display information to
people in the enterprise, it’s also smart enough to prevent users from seeing anything they shouldn’t.
Watson Explorer is able to help you explore and navigate pertinent
information, to put your finger on what you might be looking for at any
given moment. Watson Explorer can also help your business gain deeper
understanding of information in the aggregate.
Earlier in this document, we discussed the vast amounts of unstructured
information and the fact that we tend not to derive as many insights from that
as we do from our structured information.

Meaning must be
derived and presented
to individuals based on
their level of clearance
and job description.

But all that is changing with Watson Explorer.
By leveraging the cognitive capabilities of the Watson Developer Cloud, Watson Explorer has the ability to create
meaning out of unstructured information and to inform managers about trends within unstructured content. This
allows managers to uncover themes over time and derive useful information, whether it’s from the constant flow of
social media or from the active data residing inside the organization.
Watson Explorer also has the ability to derive facts from many different sources and present that information to
users in the form of contextual charts, reports, and analytics.
Watson Explorer is designed to help make knowledge workers more effective. It helps build unified information
applications that may be customized to individual needs.

THE UNIFIED VIEW
Watson Explorer helps make all the data in the enterprise and across many different silos accessible in a unified way.
Take, for example, the company that shows call center agents information about the general sentiment of their last
30 callers. Each call center agent can see whether the overall sentiment is positive or negative, and in which way
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it’s trending. That information is presented in real time and is tuned directly to the individual agent, allowing him or
her to make adjustments in communication style that might have a real impact on the satisfaction of customers.
Being able to present information in context can often provide far more meaningful insights than simply displaying
analytics in the broader aggregate across an entire organization.
The agent with a unified view of the person on the other side of the phone
might have information about the organization that person is affiliated
with. When your agent, the real person on the other end of the customer’s
service experience, has a real clue, and can put that clue in context for the
customer, your customer will be happier to be doing business with your
company. Your customer will not only not dread the typically unrewarding
and taxing customer service experience, but he or she may even
recommend your business and its offerings to friends based on the quality
of the support experience.

Watson Explorer is
designed to help make
knowledge workers
more effective.

While traditional portals present a lot of information from different data sources, unified Watson Explorer applications
connect and relate the information through reasoning and provide meaning. That’s a long way beyond the typical
caller history dumps most agents have to sift through without Watson Explorer.
And that’s just call center agents. Imagine what Watson can do for medical researchers or law enforcement or
manufacturing professionals. There is so much valuable data already in the hands of companies that can benefit from
it. All that’s necessary is to use different tools that can make sense of that data and learn to thrive in that environment.
This differs from expert systems. Instead of trying to bring the expert into the system’s world to input and speak in
the machine logic, Watson brings all this data and intelligence into the human’s world by presenting the interface
using natural language.
Watson also builds up its understanding through machine learning, rather than the development of thousands of
expert rules. When introduced to new information, Watson has the ability, either through reading that information or
through actually testing its knowledge in a real world human interaction, to learn and get better.

WATSON VS. TRADITIONAL BIG DATA ANALYTICS
Watson Explorer is highly scalable, and it is able to deal with information quantities at “big data” scale. That said, it
also offers more than traditional big data solutions in a number of ways.
The unified information applications previously discussed present a clarified view, often derived from enormous
amounts of data. As an example, consider a unified view of a vehicle or a piece of equipment, even something as
complex as an airplane. There could be a tremendous amount of data associated with any item being explored.
A Watson Explorer application can pull in analytics about the specific object under consideration. Let’s say a user is
looking at a particular model of airplane, or even a particular airplane. Watson Explorer will interact with the analytics
systems that are producing data about that airplane. However, instead of just producing overall data or reams of
charts, Watson understands the context of the request. Watson then presents information about the specific object
on the specific airplane, related to the specific context in which the user is conducting his or her exploration.
Watson Explorer helps its users find, discover, and navigate information and insights derived by big data analytics.
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This ability to enrich data automatically and auto-organize information saves users from having to slog through
complex reports. Instead, users can easily get at just the right information and insights that will help them get the
job done.

SHRINKING THE HAYSTACK
When Watson Explorer creates a unified view, it effectively “shrinks the haystack.” It only brings forward information
that has some sort of affinity or relevancy to a concept or entity.
Watson Explorer scours the information in the enterprise (and outside the enterprise), finds information related to
the query and the person asking, and presents only relevant information. The answers are easier to find because
Watson is able to shrink the information space.
One way Watson does this is by using data to find data. For example, to get a unified view of a customer, there
is usually some definitive piece of data about that customer, a customer ID or email address or something else
unique. In assembling this unified view dynamically, Watson Explorer might retrieve the customer’s information
from a CRM system. That leads Watson to know about the organization the customer works for, the products that
organization has purchased, and other information that would be helpful in
providing a broader perspective.
This can be as helpful to a customer-facing professional as it is to a doctor
or a researcher. One key bit of information is uncovered, other relevant
information is gathered, and Watson determines whether that additional
information is valuable in the current circumstance. If so, the information is
presented to the user.

When introduced
to new information,
Watson has the ability
to learn and get better.

This ability for Watson to work behind the scenes to provide information to its
user can have an interesting side benefit. Rather than spending time poking around in computer screens looking
for information, the knowledge worker can put all of his or her attention into the real person on the other side of the
interaction, essentially making human communication more personal.

WATSON AT WORK
Ultimately, how you use Watson Explorer will be unique to your organization. Let’s end with three powerful (and very
different) examples that may inspire you to think about where Watson might take you and your business.
IBM has a partnership with Memorial Sloan Kettering Cancer Center to improve outcomes in breast and lung
cancer treatments. Watson has been trained by MSKCC’s experts, and it has ingested massive amounts of
information about treatments and outcomes. The system has become, essentially, a partner in cancer treatment.
Watson is able to crunch clinical information about a specific patient and compare what it finds against the vast
storehouse of information and possible treatments the Sloan Kettering has accumulated over the years.
In the end, of course, a human physician comes up with a treatment. But Watson reduces the amount of time it
takes the doctor to work out the best treatment and enables the medical team to treat more patients.
In manufacturing, Watson Explorer is used to provide a market intelligence solution for supply chain specialists.
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When a manufacturer has to estimate the timing and cost of a project, the number of variables is both
tremendous and constantly changing. The builder has to scan a huge amount of information, both from internal
databases and from external sources, and gather data about everything
from the availability of raw materials to the geopolitical climate of nations
where those materials are sourced.
In manufacturing,
With Watson Explorer, supply chain managers can see — in a single interface
— a unified view of the information, without having to jump from screen to
screen and source to source.

Watson Explorer is used
to provide a market
intelligence solution for
supply chain specialists.

Now, relate this to a typical sales situation, where a sales person needs to be
able to answer a question like, “The customer needs it in two weeks. Can we
make that work?” Rather than waiting days for an answer (or, worse, guessing
to get the deal), sales can contact the supply chain manager (or even see that
information if it’s been provided to the sales organization) and have an informed, reliable answer in real time.
Think about how responsiveness like that would impress a prospect and provide the confidence of a
guaranteed delivery.
Our final example is lighthearted, fun, and incredibly helpful.

IBM has created a project called Chef Watson, which is on the Web and available free. Chef Watson was developed
in partnership with the Institute of Culinary Education and Bon Appétit magazine.
Chef Watson invites users to type in a few ingredients that might be on hand and select some preferences about
cuisines and foods. Watson will access its vast knowledge of human taste, chemical compounds, and cooking
processes, evaluate the information, and relay it back to the user in the form of a personalized recipe.
An application like this fosters creativity and avoids waste in the kitchen. It’s also a lifesaver for households living
with dietary restrictions and food allergies. Chef Watson can be a very practical way of not only avoiding dangerous
foods, but also learning new and enjoyable recipes.

WATSON FOR DEVELOPERS
Watson is now available for developers who want to write applications through the deployment of the Watson
Developer Cloud on IBM Bluemix. IBM has opened up the components of the systems for understanding language
and for extracting facts from unstructured content, and made them available in the cloud through APIs for anybody
to try at no charge.
IBM says that the reason for deploying those APIs, and letting anyone develop using the Watson technology for
free, is to “crowdsource the creativity that’s out there in the world today.” The expectation is that there will be many
innovative applications leveraging knowledge in ways no one has yet conceived.
It’s a very exciting time, and this is just the beginning.
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About IBM
IBM Watson is the first commercially available cognitive computing capability representing a new era
in computing. The system, delivered through the cloud, analyzes high volumes of data and complex
questions posed in natural language and proposes evidence-based answers. Watson is continuously
gaining in value and knowledge over time, from previous interactions.
To learn more, visit: ibm.com/watson.
Built on industry-leading search, content analytics and cognitive computing technology, IBM Watson
Explorer can index and explore data from a multitude of different applications and systems. It allows
organizations to build unified applications that provide a unified view of product information, customers,
research or any other type of information. Powerful analytics capabilities allow users to aggregate,
analyze and visualize unstructured content to reveal hidden insights and patterns. Integration with the
Watson Developer Cloud allows organizations to include features like natural language search in their
unified information applications. To learn more, visit ibm.biz/watsonexplorer.
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