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When workload consolidation can
make 2+2 less than 4
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The practice of virtualization

Sharing compute resources is not a new concept. IBM LinuxONE builds on decades of
IBM hypervisor technology that has been continually enhanced since the late 1960s
while widespread use of hypervisors with x86 computers did not occur until the late
1990s. Initially, x86 servers were dedicated to specific computing tasks that could not
consistently exploit the full capacity of the servers on which they ran. This caused
server resources to be underutilized, resulting in wasted CPU and memory and in the
multiplication of physical servers. Subsequently hypervisors became the norm for the
distributed computing world to make more productive use of system resources.

Virtualization benefits

One of virtualization’s greatest benefits is the ability to run multiple virtual servers on a
single server. This capability reduces server waste and improves system
manageability. However, an additional benefit that often goes unnoticed is
workload synergy.
We will examine the impact of workload synergy when workloads are consolidated into
a shared resource environment and how the aggregate effect of workload
consolidation is greater than the sum of its parts.

How workload synergy works

Workload synergy occurs when separate
workloads operate independently in a shared
resource environment. With a pool of resource
available to all the workloads, each workload can
randomly tap into unused resource driving more
efficient resource usage overall. The key to
workload synergy is the variability of workload
demand. When workloads demonstrate
independent variability of demand, the
opportunity to reduce the amount of headroom
required to meet peak demand arises, making for
more efficient resource usage.

Figure 1: Visual of a set of highly variable
workloads versus a set of low variability (or
predictable) workloads
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Workload variability and its importance to workload consolidation

To understand workload variability, we will examine two types of workloads, batch and
transactional, and how they do or do not contribute to variability.
Batch workloads: Batch workloads are deterministic in the sense that the amount of
processing and the rate of processing is determined solely by the application itself.
Typically, there are no external sources of work that drive dynamic workload activity.
The deterministic nature of batch workloads results in little to no variability in demand,
and consequently very minimal workload synergy.
Certainly, there are benefits to consolidating batch workloads into virtualized servers,
but adequate resources to support each individual workload will still be required. For
batch workloads, the 2+2 = 4 rule in terms of resources remains true.
Online transactional workloads: In contrast to batch workloads, online transactional
workloads are stochastic. This means that they are driven by random work requests
that are external to the application itself. The arrival of work is driven by users (people
entering transactions) or other machines (servers requiring services). Consequently,
stochastic workloads have a variance in workload activity that results in a variance of
resource demand.
It is the stochastic nature of transactional workloads that allows us to realize a
synergistic result by combining them with access to shared resources. In a shared
resource environment, individual stochastic workloads can leverage resources as
needed, allowing for more efficient use of available resource sharing by all. For
transactional workloads, the 2+2 < 4 rule is achievable with workload consolidation.

Measuring workload variability

A helpful metric to gauge workload variability is the peak-to-average ratio. All
workloads run at a given average demand over reasonable periods of time, but during
those same timeframes they will go above and below that average. The peak-toaverage ratio allows us to examine the average demand but also the variability in
the demand.
An example of a workload with high variability is a workload with a peak-to-average
ratio of 13:1. This ratio indicates that the peak demand of the workload is 13 times
greater than its average demand. In contrast, an example of a workload with low
variability is a workload with a peak-to-average ratio of 1.1:1. This ratio indicates that
the peak demand of the workload is only 1.1 times greater than its average demand,
and thus has very little variance in its demand over time.
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Workload resource planning: getting the most out of
workload variability

When capacity planners size systems for a transactional workload, they typically focus
on the peak since it is the highest amount of demand required at a given time to
sustain the workload’s activity. For workloads demonstrating high variability, the
outcome is low resource utilization since planners are forced to provision for the
largest peak. In essence, capacity plans tend to “provision for the peak, but live with
the average”.
Most planners will decide for something a little less than the absolute peak as a matter
of economy. Their service level agreement (SLA) will typically use a metric between
95% and 97%, depending upon the business needs of the application. In other words,
the system will be sized so that it meets the peak demand 95% or 97% of the time. 1
Something less than 100% usually suffices because these rare peaks are usually
momentary, thus the system has time to catch up since most periods of peak demand
don’t last very long.
When planning for multiple workloads in virtualized environments, many capacity
planners determine a server’s peak capacity by simply adding up the peaks of each
virtual machine (or workload) to get the peak requirement for the host server.
This is where workload synergy plays a very important role and when the 2+2 < 4 rule
is achievable. Total peak resource requirements can actually be lower than the simple
sum of each workload’s peak when aggregating stochastic workloads. The combined
work becomes more predictable (less variable) with the consolidation of more
workloads and the peak approaches the average.

A model for workload synergy

In this section of the paper, we examine a workload synergy model that illustrates that
as the number of combined workloads in a shared environment increases, the
aggregate peak to average CPU ratio decreases, resulting in more efficient
resource utilization.2
Note to readers: Those wishing to skip the mathematical explanation of the model can
proceed to the comparison of the model versus real-world results.

1
2

For planning purposes in this paper, “peak” is defined to mean the 95th or 97th percentile.
Footnote for claim about model
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The workload synergy model uses three simplifying assumptions to
examine variability.
1.

Independence: The variables (workloads) fluctuate independently from
each other 3

2.

Identical variables: All of the variables (workloads) have the same averages,
peaks, and probability distributions – as measured by the average (mean) and
the peaks (standard deviations from the mean).

3.

Normal probability distribution: The distribution reflects a normal (Gaussian)
bell curve 4

These three characteristics allow us to derive a simple model for utilization. For our
single workload let M=mean (average) demand, CAP = peak demand = 𝑘𝑘𝑘𝑘 where 𝜎𝜎 is
the standard deviation of demand and k is the number of standard deviations for which
we want to plan. In this model we can plan for either 95% peaks ( 2𝜎𝜎 ) or 97%
peaks ( 3𝜎𝜎 ).

Let’s start with a single workload to illustrate how the model works (figure 2). Average
utilization is simply the average demand over the installed capacity. If we set the
capacity to our peak demand, then

𝑈𝑈 =

𝑀𝑀
𝑀𝑀
1
=
=
𝜎𝜎
𝐶𝐶𝐶𝐶𝐶𝐶
𝑀𝑀 + 𝑘𝑘𝑘𝑘
1 + 𝑘𝑘 𝑀𝑀

Figure 2: Utilization formula for a single workload

𝜎𝜎

The last term in the fraction, , is often represented as a constant, c, called the
𝑀𝑀

coefficient of variation (see figure 3). This is a way to express how wide the variance is.
A small c means a very predictable value with low variability (or peak-to-average ratio),
and a large c means a very unpredictable value with high variability (or peak-toaverage ratio).
These terms can also be expressed in a shorter formula (see figure 3) to indicate the
level of predictability.

3
Refer to mathematical definitions of independence for detailed accuracy, such as Mathematical Statistics and Data Analysis, Third Edition,
John A. Rice, Section 1.6 or other standard texts on statistics.
4
To simplify the mathematics the consolidation theory uses a Gaussian curve. However, other distributions could be used, although the
results match real-world observations.
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𝑈𝑈 =

1
1 + 𝑘𝑘𝑘𝑘

Figure 3: Abridged utilization formula for a single workload

Looking at the bottom term, if c is big (high variability), then utilization is low. Due to
the unpredictability of the workload we need to provision lots of headroom. If c is
small, then we have a very predictable workload and we don’t need to provision a lot of
headroom and we can get high utilization. This variability isn’t something we can
control since it is a natural consequence of external factors.
k, on the other hand, is something that we can control. Depending on the amount of
risk we want to take, we can make k larger or smaller (usually, 2 or 3 corresponding to
the peak percentile for which we want to allow). If we are willing to accept more risk
(low k), then we can get a higher utilization. If we want lower risk (high k), then we
need additional headroom capacity and we get lower utilization.
Now we can look at what happens when we have many stochastic workloads. For the
purpose of this paper, we will skip the derivation 5 of the result, but we will use a key
result to create our multi-workload formula. When we combine random workloads the
average demand from all of them goes up linearly, but the variability does not. The
variability goes up at a slower rate than the average does. That means the average and
the peak approach each other as we add more and more workloads. Since utilization is
the ratio of those two numbers, the ratio gets closer to one, or 100%.
In figure 4 the formula accounts for more than one workload with the addition of the
term N. As N goes up the k*c term is divided by a bigger and bigger number and that
term goes to zero, meaning that utilization gets closer and closer to 100%.

𝑈𝑈 =

1

1+

𝑘𝑘𝑘𝑘
√𝑁𝑁

Figure 4: Utilization formula for multiple workloads

5

For a detailed derivation of this formula and others in this article, contact the author, mrrogers@us.ibm.com
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Real-world measurements versus the model

The utilization formula represents an idealized environment, but does it reflect real
world workload environments? We know that workloads are not really identical, nor
are they all 100% independent, nor are they all Gaussian. Even with its simplicity,
however, the model provides a fairly accurate representation of the benefits of
consolidation for real world workloads.
Figure 5 examines the peak-to-average ratio of 297 real-world workloads in a client
datacenter running on 13 servers versus the workload synergy model. Each data point
(green diamond) represents a single physical server sharing CPU resources across
multiple real-world workloads. On the left side of the graph, where there are fewer
workloads per host server (just two workloads per server) the aggregate peak-toaverage ratio is high. On the right side of the graph, where there are more workloads
per host server (50+ workloads per server) the aggregate peak-to-average ratio is low.
The workload data shows a pattern of decreasing peak-to-average ratios that follows
the trend predicted by the workload synergy model.

Figure 5: Comparison of consolidated variable real-world workloads from client
assessment with overlay trend line from workload synergy model
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Workload variability in client environments

The above client example (figure 5) helps illustrate the expectation that as more
workloads with variability are combined in a shared environment, the aggregate peakto-average ratio decreases yielding greater resource efficiencies. But what levels of
workload variability can we expect to see in real world environments? CPU peak-toaverage ratios in over 7,485 virtual machines measured in IT Economics assessments
show that variability in workloads can be as high as 13-to-1 or greater, and on average
those measured applications showed a 7-to-1 peak-to-average ratio.6
In an assessment for another client running 2,743 workloads, 7% of the workloads had
a variance of under 2:1 (low variance), 63% of the workloads had a variance of 3.5:1 up
to 13:1 (medium to high variance) and 30% exhibited a variance of 15:1 or greater.
Figure 6 shows the distribution of the workloads by variance with the majority of
workloads showing medium variability.

Figure 6: View of 2,743 workloads in a large client environment ranked according to workload
variability (peak-to- average ratio)

6

Utilization samples were taken from 7,485 virtual machines running on 15,558 x86 cores in four large enterprise accounts to measure actual consumed MHz.
Sample period durations varied from five minutes to 30 minutes. Time-series values were normalized to a five minute duration using a standard normal
distribution. Average utilization was calculated as the average of all of the time-series samples for each virtual machine and the peak utilization was defined as the
95th percentile highest value measured. 63% of virtual machines measured had a peak/average ratio greater than 7 to 1 and 30% of virtual machines had a
peak/average ratio greater than 13 to 1. For additional information on x86 workload analysis contact the IBM IT Economics team, IT.Economics@us.ibm.com.
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What about low-variability workloads

Thus far we have observed the benefits of medium and high variability workloads and
that many workloads exhibit variance that can be leveraged for greater resource
efficiency. We have also examined how low-variability workloads such as batch
workloads tend to contribute little or zero to workload synergy. However, small lowvariability workloads can be added into consolidation environments as “filler”. Small
workloads can coexist within the confines of a shared resource pool without requiring
significant additional resources. Their resource consumption tends to be minimal and
predictable enabling them to run with little impact to the host server environment.
IT Economics assessments in client environments find that the vast majority of
workloads are very small. Measurements of 7,485 virtual machines from IT Economics
assessments of four large enterprise customer environments found that the majority of
workloads peak at less than a single 2 GHz x86 core.6
Figure 7 shows a population distribution of x86 workloads by peak CPU demand in an
assessment for large financial institution. Over 57% of the 6,004 workloads were
identified as nearly dormant, in that they peaked at less than one tenth of a 2.1 GHz
x86 core. These very small workloads are well suited for usage as a filler in a workload
consolidation strategy. In place of running these on small dedicated servers they can
easily exist in a shared resource environment with larger workloads.

Figure 7: 6,004 workloads in a large client environment ranked according to peak CPU consumption
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Factors that limit full realization of consolidation benefits

Both the workload synergy model and real-world client environments can enable
significant efficiencies and cost savings with workload consolidation. However, several
factors can limit the full potential of consolidation, for example:
•

Most hypervisors require that real memory is allocated on a one-to-one basis
with virtual memory. This has the effect of tying up real memory in virtual
machines and effectively creating a barrier to sharing of memory. Even when
there are technical capabilities available for sharing real memory many users
find that performance impacts are significant enough that they avoid
overcommitting memory.

•

In large environments with hundreds of hypervisor hosts, practicality drives
users to manage by rules that further limit the full utilization of server resources.
Common rules of thumb used to manage hypervisor performance also
contribute to low utilization. Three rules in particular tend to limit utilization:
CPU overcommit ratios, hypervisor host limits, and memory overcommit limits.
Conventional capacity planning suggests using no more than 4:1 for virtual to
real CPU overcommit. The second rule, hypervisor host limits, is to allocate no
more than one virtual machine per real CPU on the host. The third rule, for
memory overcommit, is that no more than 75% to 80% real memory should be
used by virtual machines. The purpose of the memory overcommit rule is to
leave sufficient margin for the movement of virtual machines among hosts.

•

Finally, most large datacenter practitioners tend to standardize on one or two
server models for hosting since fewer uniform configurations facilitate
procurement agreements and simplifies support issues.

The net result of these practices is that overall utilization on these servers is far from
the optimized utilization that could occur with deep customization.

LinuxONE maximizes consolidation benefits

LinuxONE leverages hypervisor-based virtualization that has been used by IBM
customers since the late 60s. Since then, that technology has been steadily enhanced
in the hardware and software that is the foundation of the LinuxONE server. The ability
to host large numbers of virtual machines and to maximize sustained CPU utilization
enables the platform to more fully realize the benefits of workload synergy. LinuxONE
provides the ability to customize a single server with the right balance of resources to
optimize performance, reliability, and high utilization for real-world workloads.
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Increase workload synergy

If you are looking for ways to increase operating efficiencies and lower IT costs, ask
about a no-charge IT Economics assessment at IT.Economics@us.ibm.com to examine
workload consolidation options for your IT organization. Workload synergy can lower
the amount of underutilized resource, optimize CPU utilization and lower costs for a
more efficient environment for your IT organization.

About the authors

Roger Rogers, is an IBM Executive IT Economics Consultant for the IBM IT Economics
team and works with clients worldwide to optimize their IT operations.
Susan Proietti Conti, PMP® is an IBM Executive Project Manager for the IBM IT
Economics team and helps clients leverage IT Economics to increase IT efficiencies
and reduce costs.

IBM IT Economics Consulting & Research

© 2021 IBM Corporation

Copyright IBM Corporation 2021

®

IBM Corporation
New Orchard Road
Armonk, NY 10504
U.S.A.
Produced in the United States of America,
02/2021
IBM, ibm.com, and IBM logo, are trademarks or registered trademarks of the International Business Machines Corporation.
A current list of IBM trademarks is available on the Web at https://www.ibm.com/legal/us/en/copytrade.shtml, and select third party trademarks that
might be referenced in this document is available at https://www.ibm.com/legal/us/en/copytrade.shtml#section_4.
Adobe, the Adobe logo, PostScript, and the PostScript logo are either registered trademarks or trademarks of Adobe Systems Incorporated in the
United States, and/or other countries.
Cell Broadband Engine is a trademark of Sony Computer Entertainment, Inc. in the United States, other countries, or both and is used under license
therefrom.
InfiniBand and InfiniBand Trade Association are registered trademarks of the InfiniBand Trade Association.
Intel, Intel logo, Intel Inside, Intel Inside logo, Intel Centrino, Intel Centrino logo, Celeron, Intel Xeon, Intel SpeedStep, Itanium, and Pentium are
trademarks or registered trademarks of Intel Corporation or its subsidiaries in the United States and other countries.
Java and all Java-based trademarks and logos are trademarks or registered trademarks of Oracle and/or its affiliates.
The registered trademark Linux® is used pursuant to a sublicense from the Linux Foundation, the exclusive licensee of Linus Torvalds, owner of the
mark on a worldwide basis.
Microsoft, Windows, Windows NT, and the Windows logo are trademarks of Microsoft Corporation in the United States, other countries, or both.
OpenStack is a trademark of OpenStack LLC. The OpenStack trademark policy is available on the OpenStack website.
Red Hat®, JBoss®, OpenShift®, Fedora®, Hibernate®, Ansible®, CloudForms®, RHCA®, RHCE®, RHCSA®, Ceph®, and Gluster® are trademarks or registered
trademarks of Red Hat, Inc. or its subsidiaries in the United States and other countries.
RStudio®, the RStudio logo and Shiny® are registered trademarks of RStudio, Inc.
TEALEAF is a registered trademark of Tealeaf, an IBM Company.
UNIX is a registered trademark of The Open Group in the United States and other countries.
Worklight is a trademark or registered trademark of Worklight, an IBM Company.
Zowe™, the Zowe™ logo and the Open Mainframe Project™ are trademarks of The Linux Foundation.
All statements regarding IBM’s future direction and intent are subject to change or withdrawal without notice, and represent goals and objectives only.
The information contained in this documentation is provided for informational purposes only. While efforts were made to verify the completeness and
accuracy of the information contained in this documentation, it is provided “as is” without warranty of any kind, express or implied. In addition, this
information is based on IBM’s current product plans and strategy, which are subject to change by IBM without notice. IBM shall not be responsible for
any damages arising out of the use of, or otherwise related to, this documentation or any other documentation. Nothing contained in this
documentation is intended to, nor shall have the effect of, creating any warranties or representations from IBM (or its suppliers or licensors), or altering
the terms and conditions of the applicable license agreement governing the use of IBM software.
References in these materials to IBM products, programs, or services do not imply that they will be available in all countries in which IBM operates.
Product release dates and/or capabilities referenced in these materials may change at any time at IBM’s sole discretion based on market opportunities
or other factors and are not intended to be a commitment to future product or feature availability in any way.

95037795-USEN-00

IBM IT Economics Consulting & Research

© 2021 IBM Corporation

